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Introduction

This white paper is intended for database administrators and developers of Oracle(9i( Database (Release 1) applications who want to understand how its feature sets compare to Microsoft® SQL Server 2000. The tools, processes, and techniques that show the feature comparison are described here. 

Target Audience

The target audience can be new to Microsoft® SQL Server and its operation, but should have a solid foundation in the Oracle® RDBMS and general relational database concepts. The target audience should have:

· A strong background in Oracle RDBMS fundamentals.

· General database management knowledge.

· Familiarity with the Oracle SQL and PL/SQL languages.

· Membership in the sysadmin fixed server role on an Oracle test database.

· Membership in the administrator role on a Microsoft SQL Server 2000 test database.

For clarity and ease of presentation, the reference development and application platform is assumed to be the Microsoft Windows® 2000 operating system, and the use of Microsoft SQL Server 2000, and Oracle®9i™ Database Server Release 1.

Overview

Understanding the features of the Microsoft® SQL Server and Oracle9i( Database can be a daunting task. This white paper discusses the features of Microsoft SQL Server 2000 and Oracle9i Database and makes comparison by abilities. Even though both products have similar functionality, their features can be grouped by the abilities demanded by users needing the use of a Relational Database Management System product.

For the purpose of this white paper, the groups covered will be: Availability, Scalability, Security, Interoperability, Manageability, Programmability, Ease of Use, Data Warehousing, Data Mining, and Mobility.

This white paper will also highlight the strengths and weaknesses of both products to see how they relate to each other and to understand how the same functionality is obtained from both.

Not every single feature is discussed here. For additional information, you may consult the product documentation. For Microsoft SQL Server 2000, this is a compressed html file; for Oracle9i Database, this is series of approximately 100 Adobe Acrobat files. Information can also be obtained from the Web sites of the each respective product.

Availability

This section provides comparative information between Microsoft® SQL Server and Oracle®9i™ Database by comparing the tools to maximize uptime and availability, looking at how both products are supported in a clustered environment, and highlighting the architecture, deployment and failover support. The introduction of Oracle Application Clusters will also be discussed, moving on to replication and supporting backup and recovery capabilities. We will also touch on how both database products handle database recovery and repair procedures.

Before proceeding, the reader must be aware that high availability for any system (regardless of vendor) is influenced by three key components: technology, people and process. A failure or weakness in any one of these will likely have significant consequences on the overall availability of the system.

Overall Comparison

High Availability Clustering Technologies

It is important to understand that both Microsoft® SQL Server and Oracle9i™ Database depend on Microsoft Cluster Services to provide the necessary maintenance of communications between cluster nodes and polling resources, thus ensuring the health and stability of the cluster as a whole.

High availability clustering for Microsoft SQL Server 2000 is called "Failover Clustering," while Oracle9i Database uses the term "Oracle Failsafe."

It is important to distinguish between crash recovery and disaster recovery. Crash recovery implies that you have the ability to recover when just one node becomes inaccessible due to some type of hardware or software problem specific to that particular node only. Disaster recovery implies that you have the ability to recover from a problem affecting an entire geographic site or area, i.e. nodes located great distances from each other in the cluster. 

For the most part, without hardware capability to support long distances, both high availability products are generally used for crash recovery purposes, not disaster recovery. Technologies such as standby databases and replication can be combined with Oracle9i Failsafe and Microsoft SQL Server 2000 Failover Clustering to provide added protection.

Both Microsoft® SQL Server and Oracle9i( Database include the high availability support within the product. However, there is tighter integration with Microsoft SQL Sever 2000 than Oracle9i Database in a number of ways:

· During the install, Oracle Failsafe provides its own setup program and requires manual installation at each node. Microsoft SQL Server 2000 setup program detects that the installation is occurring on a node within an existing Microsoft Cluster Service cluster and provides added setup features to configure the server(s) appropriately, then automatically installs SQL Server on all nodes selected by the user.

· To manage the database on a cluster, Oracle Failsafe recommends use of a separate administrative tool called Oracle Failsafe Manager, which is provided. Microsoft SQL Server 2000 utilizes the same Microsoft® SQL Server 2000 Enterprise Manager, as that product is cluster aware. However, both Oracle Failsafe and Microsoft SQL Server 2000 still need to use Microsoft Cluster Administrator for managing core cluster resources.

Microsoft SQL Server 2000 and Oracle Failsafe support various cluster configurations, such as:

· Active/Active – this configuration is defined as a cluster in which both nodes have active groups.

· Active/Passive – this configuration implies that one node in the cluster has no active groups assigned to it but instead waits for the other node to fail.

· N-Node Clusters – A cluster with more than two nodes. In a configuration containing four nodes, a sample configuration will have three active nodes with a passive fourth. Other combinations are possible depending on the user's requirements. The type of configuration is dependent on which Microsoft Windows 2000 operating system is used. Windows 2000® Advance Server supports up to two nodes, while four node support is available on Windows® 2000 Datacenter Server.

Resource monitoring is used by Microsoft® Cluster Services (MSCS). The monitoring capability uses a resource DLL called clusres.dll, which contains monitoring information for the predefined resource types that come with MSCS. These resource types include an IP Address, Network Name, Physical Disk, File Share, and Generic Service, among others. In addition, Oracle Failsafe registers a resource type for the Oracle database and a resource type for the Oracle TNS Listener. Oracle provides a resource DLL called FsResOdbs.dll, which MSCS uses to poll these resources at a predetermined interval, verifying that the database and listener are functional. If polling detects a failure of any sort, then the resource is automatically restarted or moved to an alternative node in the cluster, and no manual intervention is required.

Microsoft SQL Server 2000 has its own resource DLL for the management of a SQL Server database, which installs when Microsoft SQL Server 2000 is installed on a node within the cluster. It is, however, tightly integrated with the operating system and Microsoft Cluster Services, ensuring seamless management from SQL Enterprise Manager even when set up in a failover cluster configuration. Other services related to the database are also tightly integrated with MSCS, e.g. Microsoft Distributed Transaction Coordinator (MSDTC) and Full-Text Search, thereby providing high availability for distributed transactions and text search capabilities with Microsoft® SQL Server 2000.

Oracle Failsafe requires the user to repeat the installation process on each node. Microsoft SQL Server 2000 installation needs to be done on one node only. The setup program detects the cluster and automatically pushes the installation to other nodes on the cluster depending on which ones were selected by the user. 

What we have seen here is the both products provide high availability support through MSCS. What is interesting is the tight integration of Microsoft SQL Server 2000 Failover clustering to MSCS, and the automated remote installation from one node to the other. Oracle Failsafe does provide similar support, but with the introduction of another administrative tool, such as Oracle Failsafe Manager. It is also important to note that all the tools in Microsoft SQL Server 2000 are “cluster aware.” For example, if the password is changed on one node from SQL Server Enterprise Manager, the change is automatically propagated to all other notes participating in the cluster. This is not the case with Oracle. 

Introduction to Real Application Clusters (RAC)

The hardware setup used for Real Application Clusters (RAC) on Windows 2000 is similar to what you would use for Oracle Failsafe though they are very different technologies. RAC is based on the older Oracle Parallel Server (OPS). It consists of two or more nodes, connected to the same shared disk array, and requires a network-based interconnect for private communications between the nodes. 

RAC uses the shared-everything concept for drive access. As a result, the RAC setup differs from an Oracle Failsafe installation in many ways. In addition to checking the status of each node, the interconnect is used for shipping data blocks between nodes for cache coherency. Oracle’s term for this mechanism is "cache fusion." Essentially, this means that whenever possible data blocks move between each instance’s cache without needing to be written to disk, avoiding additional I/O to synchronize the buffer caches of multiple instances.

When set up with multiple nodes, RAC provides crash recovery. It also supports Transparent Application Failover (TAF), which allows applications to resume transactions on a backup node in the event of a machine failure.

Despite major improvements in Real Application Clusters compared to OPS, there are still significant challenges to be addressed. Some of the more obvious ones are:

· High resource requirements for Cache fusion within RAC.

· Unpredictability with multiple node failures.

· Not intended as a scalability solution.

· Any upgrade requires total system downtime.

Replication

There are a number of critical needs that replication can address in modern data availability models. Here we will explore how it works with each product and the differences between the two.

Replication capabilities are similar in both Microsoft SQL Server 2000 and Oracle9i™ Database. The differences lie in the terminology and architecture.

Microsoft SQL Server 2000 and Oracle9i Database replications are both based on a Publisher and Subscriber metaphor. That is, one database publishes the data, while another database receives the data. The data may be on the same or different servers.

Oracle9i Database uses two types of replication architecture: N-way master replication, and Materialized view replication.

N-way replication: N-way replication refers to the ability to keep two or more sites simultaneously updating the same set of tables, and also refreshing the changes from the other masters. As in all things, there is only one site of origin for the tables: the master definition site, which is where the bulk of the administrative work first takes place and the base tables live. Base tables refer to the tables before their incarnation as replication objects.

At the master definition site, a replication group is created. A replication group is a logical grouping of all objects that need to be replicated together (for purposes of referential integrity).  Objects are then added to the group. After this, replication support for these objects is generated. Replication support refers to the row-level triggers that get engaged for the objects. In this way, data change occurs on the table, the transaction is recorded, and then the transaction is moved to the deferred transaction queue.

Materialized View (Snapshot) replication: Materialized View (mview) replication was created in place of Snapshot replication (found in Oracle(8), to reflect a change in code for the overall functionality of the snapshot. It became no longer solely a component of replicationwhereby the materialized view used much of the same underlying constructs--but now can be used for purposes for data warehousing, etc.

Prior to mviews, if a table view was desired, a hidden query was constructed that would execute against the base tables every time you selected against it. This caused performance issues for data warehouses: data warehouses need queries to run as fast as possible on select operations against enormous base tables. Using snapshot architecture, Oracle created materialized views, i.e. refreshable subsets of data in the base tables.

From a replication perspective, the names changed but the roles they play have stayed the same: materialized views provide the means to create replicated copy of production data that can be refreshed via a database link.

Snapshots provide the ability to perform Distributed Offline Transaction Processing (DOTP). Unlike a master replication environment, a snapshot does not require that it be constantly in connection with the master site. All local updates to a snapshot are placed in a specialized table. Based on a time specification or user intervention, the snapshot makes a database link connection to the master site and pushes its transactions up. After they are applied to the master table, the snapshot then pulls a refreshed copy of the table back down.

There is no support for user-defined conflict resolution for snapshots: if there is a disparity between the snapshot and the master, the master always wins.

Microsoft® SQL Server replication uses a publishing industry metaphor to represent the components and processes in a replication topology. The model is composed of the following: Publisher, Distributor, Subscribers, Publications, Articles, and Subscriptions. Microsoft SQL Server 2000 uses log based replication architecture, which supports all major replication models including multi-master transactional replication.

There are also several replication agents that are responsible for copying and moving data between the Publisher and Subscriber. These are the Snapshot Agent, Distribution Agent, Log Reader Agent, Queue Reader Agent, and Merge Agent.

The following are brief descriptions of the various components involved in replication. Note that all the components can within a single server, but in scenarios with high replication transaction volumes you may choose to deploy the Distributor on a separate server in the interest of scalability.
Publisher 

The Publisher is a server that makes data available for replication to other servers or clients. The Publisher can have one or more Publications, each representing a logically related set of data. In addition to being the server where you specify which data is to be replicated, the Publisher also detects which data has changed during transactional replication, and maintains information about all Publications at that site.

Distributor

The Distributor is a server that hosts the distribution database and stores history data, and/or transactions and meta data. The role of the Distributor varies depending on which type of replication is implemented. A remote Distributor is a server that is separate from the Publisher and is configured as a Distributor of replication. A local Distributor is a server that is configured to be both a Publisher and a Distributor of replication.

Subscribers

Subscribers are servers that receive replicated data. Subscribers subscribe to Publications, not to individual Articles within a Publication; and they subscribe only to the Publications that they need, not all of the Publications available on a Publisher. Depending on the type of replication and replication options you choose, the Subscriber could also propagate data changes back to the Publisher or republish the data to other Subscribers. Note that all editions of Microsoft® SQL Server can be Subscribers, including SQL Server( Desktop, MSDE and SQL Server™ CE edition. 

Publication

A Publication is a collection of one or more Articles from one database. This grouping of multiple Articles makes it easier to specify a logically related set of data and database objects that you want to replicate together. 

Article

An Article is a table of data, a partition of data, or a database object that is specified for replication. An Article can be an entire table, certain columns (using a vertical filter), certain rows (using a horizontal filter), a stored procedure or view definition, and the execution of a stored procedure, a view, an indexed view, or a user-defined function.

Subscription

A Subscription is a request for a copy of data or database objects to be replicated. A Subscription defines what Publication will be received by the Subscriber, as well as where and when. Synchronization or data distribution of a Subscription can be requested either by the Publisher (a push subscription) or by the Subscriber (a pull subscription). A Publication can support a mixture of push and pull Subscriptions.

The following diagram illustrates a sample replication system layout.
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There are three main replication models available with Microsoft® SQL Server 2000: snapshot replication, transactional replication and merge replication.

Snapshot Replication

Snapshot replication is the process of copying and distributing data and database objects exactly as they appear at a moment in time. Snapshot replication does not require continuous monitoring of changes because changes made to published data are not propagated to the Subscriber incrementally. Subscribers are updated with a complete refresh of the data set and not individual transactions. Because snapshot replication replicates an entire data set at one time, it may take longer to propagate data modifications to Subscribers. Snapshot Publications are typically replicated less frequently than other types of Publications. 

Options available with snapshot replication allow you to filter published data, allow Subscribers to make modifications to replicated data and propagate those changes to the Publisher and then to other Subscribers, and allow you to transform data as it is published. 

Snapshot replication can be helpful in situations when:

· Data is mostly static and does not change often.

· It is acceptable to have copies of data that are out of date for a period of time.

· Replicating small volumes of data.

· Sites are often disconnected and high latency (the amount of time between when data is updated at one site and when it is updated at another) is acceptable.

Transactional Replication

With transactional replication, an initial snapshot of data is propagated to Subscribers, and then when data modifications are made at the Publisher, the individual transactions are captured and propagated to Subscribers.

Microsoft® SQL Server 2000 monitors INSERT, UPDATE, and DELETE statements, changes to stored procedures and their execution, and indexed views. Microsoft SQL Server 2000 stores the transactions affecting replicated objects and then propagates those changes to Subscribers continuously or at user-defined intervals. Transaction boundaries are preserved. If, for example, 100 rows are updated in a transaction, either the entire transaction with all 100 data modifications are accepted and propagated to Subscribers, or none of them are. When all changes are propagated, all Subscribers will have the same values as the Publisher.

· Options available with transactional replication allow you to filter published data, allow users at the Subscriber to make modifications to replicated data and propagate those changes to the Publisher and to other Subscribers, and allow data to be transformed as it is published. 

Transactional replication is typically used when: 

· You want data modifications to be propagated to Subscribers, possibly within seconds of when they occur.

· You need transactions to be atomic (either all or none applied at the Subscriber).

· Subscribers are mostly connected to the Publisher.

· Your application will not tolerate high latency for Subscribers receiving changes.

Merge Replication

Merge replication allows various sites to work autonomously (online or offline) and merges data modifications made at multiple sites into a single, uniform result at a later time. The initial snapshot is applied to Subscribers, and then Microsoft SQL Server 2000 tracks changes to published data at the Publisher and at the Subscribers. The data is synchronized between servers either at a scheduled time or on demand. Updates are made independently (no commit protocol) at more than one server, so the same data may have been updated by the Publisher or one or more Subscribers. Conflicts can occur when data modifications are merged. 

Merge replication includes default and custom choices for conflict resolution that can be defined when a merge publication is configured. When a conflict occurs, a resolver is invoked by the Merge Agent to determine which data will be accepted and propagated to other sites. 

Options available with merge replication include: filtering published data horizontally and vertically; including join filters (which could be based on SQL statements) and dynamic filters (based on some parameter); using alternate synchronization partners; optimizing synchronization to improve merge performance; validating replicated data to ensure synchronization; and using attachable subscription databases. 

· Merge replication is helpful when: multiple Subscribers need to update data at various times and propagate those changes to the Publisher and to other Subscribers.

· Subscribers need to receive data, make changes offline, and synchronize changes later with the Publisher and other Subscribers.

· The application latency requirement is either high or low.

· Site autonomy is critical. 

Additional Features

Options available with the types of replication allow you more replication solutions and greater flexibility and control in your applications. Replication options are:

· Filtering published data.

· Publishing database objects.

· Publishing schema objects.

· Updateable subscriptions.

· Transforming published data.

· Alternate synchronization partners. 

Filtering Published Data

Filtering data during replication allows you to publish only the data or partitions of data that are needed at the Subscriber. You can filter data to create partitions that include only the columns and/or only the rows that you specify for replication.

With all types of replication, you can choose to copy and distribute complete tables, or data filtered horizontally or vertically with static filters. Merge replication is especially strong in filtering options. Dynamic filters can be used to customize the filter based on a property of the Subscriber receiving the data. 

Filtering data horizontally allows you to publish only the data that is needed. You can also partition data to different sites, avoid conflicts (because Subscribers will be viewing and updating different subsets of data), and manage publications based on user needs or applications.

Additionally, you have the option of employing user-defined functions in your static and dynamic filters and leveraging the power of customized functions.

Merge replication provides the added functionality of join filters and dynamic filters. Join filters enable you to extend filters created on one table to another. For example, if you are publishing customer data based on the state where the customer resides, you may want to extend that filter to the related orders and order details of the customers in a particular state. Dynamic filters allow you to create a merge publication and then filter data from the publishing table. The filter value can be the user ID or login retrieved based on a Transact-SQL (T-SQL) function, such as SUSER_SNAME() or HOSTNAME().

Publishing Database Objects

You can publish database objects--including views, indexed views, user-defined functions, stored procedure definitions, and the execution of stored procedures. You can include data and database objects in the same publication or in different Publications. Publishing database objects is available with all types of replication (snapshot replication, transactional replication, and merge replication).

Publishing Schema Objects

In addition to database objects, you can also specify if you want schema objects to be published. For example, you can decide to publish such as primary key constraints, reference constraints, and unique constraints (declared referential integrity), clustered indexes, nonclustered indexes, user triggers, extended properties, and collation. You can also change destination table owner names and data formats to optimize for Microsoft SQL Server 2000 or heterogeneous Subscribers.

Updateable Subscriptions

Data at the Subscriber can be modified if you use merge replication or if you use snapshot replication or transactional replication with an updateable subscription option. 

Updateable subscription options are available with snapshot replication and transactional replication and allow you to make changes to replicated data at the Subscriber and propagate those changes to the Publisher and to other Subscribers. Updateable subscription options include immediate updating, queued updating, and immediate updating with queued updating as a failover.

Immediate updating allows Subscribers to update data only if the Publisher will accept changes immediately. If the changes are accepted at the Publisher, they are propagated to other Subscribers. The Subscriber must be continuously and reliably connected to the Publisher to make changes at the Subscriber.

Queued updating allows Subscribers to modify data and store those data modifications in a queue while disconnected from the Publisher for a period of time. When the Subscriber reconnects to the Publisher, the changes are propagated to the Publisher. If the Publisher accepts the changes, normal replication processes occur and the changes are propagated to other Subscribers from the Publisher. You can store data modifications in a Microsoft SQL Server 2000 queue or use Microsoft Message Queuing.

Immediate updating with the queued updating option allows you to use immediate updating and switch to queued updating if a connection cannot be maintained between the Publisher and Subscribers. After switching to queued updating, reconnecting to the Publisher, and emptying the queue, you can switch back to immediate updating mode.

When using merge replication, data at the Subscriber is automatically updateable.

Transforming Published Data

With snapshot replication or transactional replication, you can leverage the transformation mapping and scripting capabilities of Data Transformation Services (DTS) when building a replication topology. Replication integrated with DTS allows you to customize and distribute data based on the requirements of individual Subscribers. For example, a Subscriber might need to have different table names, column names, or compatible data types.

By transforming published data, you can filter data and simulate dynamic partitions of data so that data from one snapshot or transactional publication can be distributed to Subscribers that require different partitions of data. With static partitions, you need to create and filter separate publications for each Subscriber based on the needs of the Subscriber.

Alternate Synchronization Partners

Subscribers who wish to merge publications can synchronize with servers other than the Publisher at which the subscription originated. Synchronizing with alternate partners allows Subscribers to synchronize data even if the primary Publisher is unavailable. This feature is also useful when mobile Subscribers have access to a faster or more reliable network connection with an alternate Publisher.

This section has highlighted that Microsoft® SQL Server 2000 provides advanced replication functionality in comparison to Oracle®9i™ Database, and that its log-based architecture is also more scalable than Oracle9i’s trigger-based architecture. Microsoft SQL Server 2000 provides the capability to offload replication functions to different servers by using Publisher, Distributor and Subscriber roles. Oracle9i Database provides two options: n-way replication or materialized views.

Backup and Recovery

Backup and Recovery can be a simple and routine task if done with a few concepts in mind. The most important is ensuring that a regular schedule is maintained, and that all backups are tested thoroughly. Typically it is not until disaster strikes that we worry about whether the data was successfully backed up.  By then, however, it is usually too late.

Microsoft® SQL Server 2000 and Oracle®9i™ Database have the capability to back up and restore databases at various levels. This is where the similarity ends.

Oracle9i Database backup and restore technology has been in steady evolution, going all the way from a simple back up of individual files (cold backup) to the ability to back up databases while online and operational (hot backup). This evolution has not been easy. Cold backups had required the user to place the database into a shutdown state. This is still an option today, but not a practical or recommended one, for a database to be offline and unavailable for the time needed is generally unacceptable for a variety of reasons.

There is also the option to backup the entire Oracle9i Database installation using Microsoft Windows 2000 backup utility. This approach is the same for Microsoft SQL Server 2000, but it is not always practical if the database files are in the hundreds of gigabytes or terabytes in size, but the actual data size is much smaller.

Microsoft® SQL Server 2000 and Oracle®9i™ Database also provide the capability for third parties to create software to backup the software from a central point. Apart from basic backup operations, these vendors can also leverage the additional scheduling, management and monitoring features of Microsoft SQL Server 2000 found in SQL Agent. Oracle9i Database relies on the backup software vendor to provide an Oracle Agent. Oracle Agent is an Oracle plug-in for the backup utility which allows a third party to log into the Oracle database and prepare the database for hot backups.

Oracle provides the capability to automate the process of conducting a cold backup, but to do so requires the creation of a cold backup script. To create such a script requires knowledge of the location of the database and other details, as well as the tablespaces for the database. This is a significantly complex task and causes problems for many Oracle database users, even today. 

Oracle9i Database essentially provides the ability to back up a database, tablespace, and necessary logs and control files. This is the point where an Oracle9i database backup can get complicated. The method to back up the database files requires backing up the tablespaces. This is essentially a hot backup, and requires the presence of third party-generated software using an Oracle Agent.

Oracle®9i™ Database has increased its functionality to include backing up and restoring databases while they are fully operational. This is called " server managed recovery" (SMR). SMR is Oracle’s ability to back up and restore itself using an advance scripting language that interfaces with built-in kernel code. The interface to SMR uses a utility called "Oracle Recovery Manager," (RMAN). RMAN is a command line tool, and some of its functionality can also be utilized via a graphical interface from Oracle Enterprise Manager.

Microsoft® SQL Server 2000 provides primary backup and restores graphical interface through Microsoft SQL Server Enterprise Manager. Within a Microsoft SQL Server 2000 installation is a database called "msdb." This database is similar to a database recovery catalog found in Oracle9i Database installations. The msdb is already present in Microsoft SQL Server 2000 installation and does not need to be created as it does with Oracle9i. Oracle also places a heavy emphasis on backing up the control file, which, if corrupted, can lead to disastrous consequences unless a database catalog is present. Please keep in mind that the recovery catalog needs to be created or have a current up-to-date control file (.ctl). The Oracle Recovery Catalog can be created in a database of the user’s choice. Another recommended approach could be in the Management Database.

RMAN has a checkered past when it comes to compatibility with previous versions. Even as late as versions 8.1.6 and 8.1.7 incompatibilities existed. For example, one could not register an 8.1.7 database in an 8.1.6 catalog. Oracle9i Database has tried to clear up most of these inconsistencies. However, there are still components that need to be understood for compatibility issues, including:

RMAN executable file

· Target Database

· Recovery catalog

· Recovery database

Microsoft® SQL Server 2000 maintains seamless compatibility with the backup and restore functionality for versions 7.0 and 2000. 

Probably the most significant architectural difference between both products is the use of the backup storage mechanism. Microsoft has created a backup storage mechanism using the Microsoft Tape Format (MSTF). MSTF is not specific to tapes; it can also be used for backing up to either disks or named pipes. Each time a SQL Server backup is performed, a backup set is formed. This backup set is stored in an MSTF unit called a media. MSTF media can store backup sets from different software.
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Using the MSTF format allows Microsoft® SQL Server 2000 to work with this existing media format and administrative utilities, including products from other vendors that manage MSTF format backups. Microsoft SQL Server 2000 backup sets can share media such as MSTF tape drives with backup sets from other server software.

Microsoft SQL Server 2000 does not compress its backup sets, but uses the compression provided on MSTF backup devices. However, as with any database, compression is not recommended even though the feature is available.

Oracle9i Database does not provide this capability, as RMAN needs to keep track of the block-by-block structure contained with a backup.

Management of the devices or channels is automatically maintained by Microsoft SQL Server 2000 but can be created manually. It is not as simple for Oracle9i Database, and most of the time it is easier to leave the defaults. Channel allocation for tape or disk is primarily available to improve I/O throughput, though often little improvement is gained. It is also difficult to configure for Oracle.

Both Microsoft SQL Server 2000 and Oracle9i Database have the ability to backup the entire database, as well as changes that have occurred since full backup. The terminology here differs and may be confusing. Oracle9i Database provides what they call "incremental backups," which may be cumulative or non-cumulative. Microsoft SQL Server 2000 uses the terminology of "incremental" and "differential."

Microsoft SQL Server 2000 streamlines the backup approach by simplifying what needs to be backed up, i.e. the data file and transaction log of the database. If multiple data files exist, the backup application is already aware of this and filegroups can be backed up and restored independently. A warning about this type of backup: due to the fact that database files may have referential dependences for objects within each database file, consistency issues could arise if the database is not backed up and restored collectively. If knowledge of the database schema and dependencies are established, then this is a powerful operation, especially for VLDBs and data warehouses.

Recovery for Oracle9i Database and Microsoft SQL Server 2000 is a straightforward operation. However, if the backup media is damaged or the backup is incomplete then problems will occur. Luckily, both products provide point in time recovery (PITR). This is a non-trivial task for the Oracle9i Database because the user is required to know how to use commands such as resetting the logs or the database, and have knowledge of the current incarnation setup. Tablespace PITR can also be conducted, being Oracle's way of providing granularity for incomplete recovery. This procedure is not for the faint hearted, and usually requires the creation of auxiliary database and, therefore, the creation of a data instance. At that point, scripts within RMAN must be created to restore the target database from the auxiliary database. Then clean up of the auxiliary database must occur.

Microsoft® SQL Server 2000 provides this recovery mechanism using PITR and with filegroups. The process is fairly straightforward with a mix of full database backups, transaction log backups and, optionally, differential backups. Filegroup backups are also possible as long as the user manages time consistency of the files/filegroups.

Oracle®9i™ Database has the capability to create clone copies of the production database to a development server, mainly for testing and analysis operations. RMAN provides this functionality by using the duplicate command. Microsoft® SQL Server 2000 can provide this facility through its backup functionality as well; however, other options include: using Microsoft Data Transformation Services (DTS); and detaching the database and copying the files across, and then attaching both databases to their respective servers. One of the easiest ways, however, is to use the Microsoft Copy Database Wizard.

From this section you can see that backup and recovery within a Microsoft SQL Server 2000 is much simpler in comparison to Oracle9i Database. Backup and restore functionality is provided in a full GUI environment. This is only partly true with the Oracle9i Database.

Extensive knowledge of the database structure is required under Oracle9i Database before a backup can be conducted, such as the control, database, and archive files. One also must know the commands required to execute in RMAN to backup and restore a database. 

This is not true for Microsoft SQL Server 2000, which is a point and click environment. Furthermore, the effort is trivial to set up backup jobs and have them run automatically on a scheduled basis with status reports being sent to the relevant parties regularly. 

Another important consideration is support by third party backup software. One finds greater acceptance by third parties for Microsoft SQL Server 2000. This may be due to the ability to use existing common MSTF format capability to fix different file types together, for example, the Microsoft SQL Server database backup together with the users' corporate data.

Checking the Database Online

Microsoft® SQL Server 2000 provides the capability to analyze the database online, and then take the appropriate action to fix detected physical problems. The Transact-SQL programming language provides this capability through DBCC statements that act as Database Console Commands for Microsoft® SQL Server 2000. These statements check the physical and logical consistency of a database. DBCC statements can fix many detected problems.

Database Console Command statements are grouped into the following categories.

	Statement Category
	Perform

	Maintenance statements
	Maintenance tasks on a database, index, or filegroup. 

	Miscellaneous statements
	Miscellaneous tasks such as enabling row-level locking or removing a dynamic-link library (DLL) from memory.

	Status statements
	Status checks.

	Validation statements
	Validation operations on a database, table, index, catalog, filegroup, system tables, or allocation of database pages.


The DBCC statements of Microsoft SQL Server 2000 take input parameters and return values. All DBCC statement parameters can accept both Unicode and DBCS literals.

Oracle®9i™ Database does not have the same capability. It does however have the ability to use PL/SQL system supplied packages to analyze the system, but this is not as powerful as DBCC commands.  For example, DBCC CHECKDB command can check and repair the structural and object integrity. The DBCC commands can be execute whilst the database is online, with users connected. Oracle9i Database does provide this type of capability (e.g. DB_VERIFY) but the database must be in an offline state to execute.

Automatic Recovery

Recovery ensures that a database is transactionally consistent prior to bringing it online. If a database is transactionally consistent, all committed work is present and any uncommitted work has been undone. The log always defines the correct view of the database. Simply put, recovery is the process of making the data consistent with the transaction log at a given point in time.

Recovery is performed automatically when Microsoft® SQL Server 2000 starts, when a database is attached, or as the final step in restoring a database from backups. Recovery performed by Microsoft SQL Server 2000 when it starts is called restart/startup recovery. Recovery from backups is normally due to disk hardware failure. This type of recovery is called media recovery.

Restart recovery is automatic and always recovers to the most recent point in time. In the case of recovery from backups, the DBA may choose to recover to an earlier point in time. This is subject to restrictions.

Startup recovery occurs automatically each time an instance of SQL Server is started and consists of 1) rolling back any transactions that were incomplete when the instance was last shut down; and, 2) rolling forward committed transactions. In the case of recovery from backups, the DBA may choose to recover to an earlier point in time. 

In both cases, recovery operates based on this target point in time. Recovery consists of two phases:

1. Redo all changes until the target point in time is encountered in the transaction log. 

2. Undo all work performed by transactions that were active at the point where redo stopped. 

Microsoft® SQL Server 2000 uses checkpoints to speed restart recovery. A checkpoint forces all modified data pages currently in the buffer cache to disk. This creates a starting point for the redo portion of recovery. Because checkpoints can be expensive, Microsoft SQL Server 2000 automatically manages checkpoints to maximize performance while minimizing the time it takes to restart. However, users can easily custom configure a desired checkpoint interval for specific requirements.

In Microsoft SQL Server 2000, writes that complete successfully must be stored durably on disk. If you use write-caching disk storage, work with your storage vendor to ensure that the cache is fault-tolerant. Fault tolerance means that the cache is immune to power failures or operator actions. If your cache is not fault-tolerant, it should be disabled.

Oracle9i Database provides the capability to recover databases, apart from resorting to database backups. There are two types of recovery that Oracle9i Database can be performed on database from the system -- instance and system recovery.

Oracle Instance and Crash Recovery

Crash recovery is used to recover from a failure when either a single-instance database crashes, or all instances of an Oracle Real Application Clusters database crashes. Instance recovery refers to the case where a surviving instance recovers a failed instance in an Oracle Real Application Clusters database.

The goal of crash and instance recovery is to restore the data block changes located in the cache of the dead instance and to close the redo thread left open.

Instance and crash recovery use only online redo log files and current online data files. Oracle recovers the redo threads of the dead instances together.

Crash and instance recovery have the following shared characteristics:

· Redo the changes using the current online data files (as left on disk after the crash or SHUTDOWN ABORT)

· Use only the online redo logs and never require the use of the archived logs

· Have a recovery time governed by the number of dead instances, amount of redo generated in each dead redo thread since the last checkpoint, and by user-configurable factors such as the number and size of redo log files, checkpoint frequency, and the parallel recovery setting.

Oracle performs this recovery automatically on two occasions:

· At the first database open after the crash of a single-instance database, or all instances of an Oracle Real Applications Cluster database (crash recovery). After a normal shutdown, Oracle sets a flag in the control file. Oracle performs crash recovery automatically at startup upon detecting that an instance did not set a flag in the control file indicating a normal shutdown.

· When some but not all instances of an Oracle Real Application Clusters configuration fail (instance recovery). The recovery is performed automatically by a surviving instance in the configuration.

The important point is that in both crash and instance recovery Oracle applies the redo automatically: no user intervention is required to supply redo logs. However, you can set parameters in the database server that can tune the duration of instance.

There is similarity between Microsoft® SQL Server 2000 and Oracle®9i™ Database for each system to recover databases. Microsoft SQL Server 2000, however, does not have a dependency on files connected to the database, such as redo logs. Microsoft SQL Server 2000 provides all the necessary information from the transaction log portion of the database.

Standby Servers

A standby server is a second server that can be brought online if the primary production server fails. The standby server contains a copy of the database(s) on the primary server. A standby server can also be used when a primary server becomes unavailable due to scheduled maintenance. For example, if the primary server needs a hardware or software upgrade, the standby server can be used while the upgrade is being performed.

Microsoft SQL Server 2000 and Oracle9i Database standby servers allow users to continue working with databases if the primary server becomes unavailable. When the primary server becomes available again, any changes to the standby server's copies of databases must be restored back to the primary server. Otherwise, those changes are lost. When users start using the primary server again, its databases should be backed up and restored on the standby server again.

Implementing a standby server with Microsoft SQL Server 2000 involves these phases: 

· Creating the database and ongoing transaction log backups on the primary server.

· Setting up and maintaining the standby server by backing up the database on the primary server and restoring them on the standby server.

· Bringing the standby server online if the primary server fails. 

An important point to note for Microsoft® SQL Server 2000 standby servers is that all user processes must log in to the standby server and restart any tasks they were performing when the primary server became unavailable. In order for user processes to switch automatically to the standby server, and transactions maintained between the primary server and the standby server, the application must be designed with this standby server in mind. Otherwise, the process is manual. 

A standby server configuration is not the same as the virtual server configuration used in Microsoft SQL Server 2000 failover clustering. A standby server contains a second copy of the SQL Server databases. In a virtual server configuration, a single copy containing all the databases loaded on a shared cluster disk is shared by the primary and secondary physical servers that underlie the virtual server.

Oracle®9i™ Database provides the capability for standby servers through the use of the Data Guard technology, which is the same as Microsoft SQL Server 2000 standby servers. However, Oracle9i Data Guard mechanism provides for automatic recovery as well as manual recovery, but not without significant installation and configuration. Microsoft SQL Server 2000 provides the same functionality that is provided through automatic updates in Oracle9i Data Guard, called "Log Shipping." Log Shipping provides ease of use via a Log Shipping Wizard, at the same time allowing for multiple targets.

Log Shipping

In Microsoft® SQL Server 2000 Enterprise Edition, you can use log shipping to feed transaction logs from one database to another on a constant basis. Continually backing up the transaction logs from a source database and then copying and restoring the logs to a destination database automatically keeps the destination database synchronized with the source database. This allows you to have a backup server and also provides a way to offload query processing from the main computer (the source server) to read-only destination servers. You may specify multiple backup servers for added redundancy, and these backup servers may reside at great distances from the primary server for protection against natural disasters. Additionally, you may also specify that there be a delay before applying the logs on the backup server(s). This gives you a window of protection against logical or user errors; for example, an accidental deletion of records, or dropping the wrong table.

Log shipping automates the synchronization process by using SQL Server Agent jobs. The sequence of events in log shipping includes backing up transaction logs for the primary database, copying them to a secondary location, and then restoring them to a secondary database. In detail:

1. SQL Server Agent backs up the transaction log on the primary server by using a file name derived from the current date and time.

2. SQL Server Agent on the standby server executes a copy job to copy the primary transaction log backup file to a folder on the standby server.

3. SQL Server Agent on the standby server executes a load job to restore the transaction log to the database on the standby server. The load job does not recover the standby database, thus enabling additional transaction logs to be restored. To copy log backup files, the SQL Server Agent service on the standby server must be configured to start with a domain account with the appropriate permissions and rights on both the primary and standby servers.

The closest functionality that Oracle9i Database has to Microsoft® SQL Server 2000 Log Shipping is provided automatically through Oracle9i Data Guard, or manually through the use of moving archive redo log files.

Summary

The most important part of Microsoft SQL Server 2000 availability in comparison to Oracle9i Database is the tight integration of the operating system. Microsoft SQL Server 2000 provides one administrative interface, Microsoft SQL Server 2000 Enterprise Manager, that provides the backup and recovery without needing an external utility such as Oracle9i Database's RMAN. Another administrative interface is the ongoing dynamic maintenance of databases through DBCC within the Microsoft SQL Server 2000 environment. Oracle has yet to provide this type of online, dynamic monitoring and detection, and subsequent fix for improvement of database performance.

Scalability

Scalability of a relational database server product looks at how the product can cater for very large databases (VLDB) up to the multi-terabyte range and for systems with very high transaction volumes (thousands of transactions per second). Though most enterprise databases can achieve great levels of scalability, including Microsoft SQL Server 2000 and Oracle9i Database, consideration must be given to the ease of supporting such a system, as well as all costs associated with efforts to manage the system at an acceptable performance level.

This section studies the various features available in both products that address scalability, including how VLDBs and OLTP environments are supported and the underlying structure of data management within each of them. We first look at VLDBs and OLTP environments within both Microsoft® SQL Server 2000 and Oracle®9i™ Database. Next, we will look at the difference in both products from the initial setup of the database to the structure of the datafiles, and performance optimization options and monitoring. 

Overall Comparison

Very Large Database Support (VLDB)

Microsoft SQL Server 2000 has advanced optimizations that support minimal management complexity for very large database environments. Microsoft SQL Server version 6.5 and earlier have a theoretical limit of 1TB per database, while the practical deployment size is generally lower. Microsoft SQL Server 2000 has a theoretical limit of 1 exabyte (1 million terabytes), based on the today’s hardware and operating system technology, and can easily support multi-terabyte sized databases—and, with careful effort, even up to the tens of terabytes. From an architectural perspective, there really aren’t many scalability challenges that SQL Server does not already address. As the hardware and operating system technologies improve, SQL Server is ready to handle even greater data volumes. However, it is important to note that with the advanced optimization and management technologies in Microsoft SQL Server 2000, the complexities of managing such databases while maintaining top performance does not grow significantly as the database grows. When dealing with very large databases (VLDB), the challenges in managing backup and restore of the data increases significantly. SQL Server’s backup and restore features are both fast and flexible, offering the DBA various options in maintaining up-to-date copies of the data. This can be done using the GUI management tool or T-SQL scripts. Both can be scheduled to execute on user-defined intervals and setup to include notification of success or failure via email, pager or cell-phone. 

In Microsoft SQL Server 2000, the T-SQL BACKUP and RESTORE statements are optimized to read through a database rapidly and write in parallel to multiple backup devices. There are three modes of backup supported by Microsoft SQL Server 2000: full database backup, differential backup, and transaction log backup. All three can be conducted while the system is actively serving users with a very minimal impact on the system’s performance. 

A full database backup in Microsoft SQL Server 2000 typically runs about as fast as the backup device can run, at the same time supporting the striping of backup devices in parallel to increase backup performance. Transaction log backups operate in a similar fashion but it is important to ensure the ability to perform point-in-time recovery in the event of a failure. Differential backup allows sites to reduce the amount of data to be backed up by only backing up data that has changed since the last full backup (thus reducing time needed for the operation). This can also significantly reduce restore time, as you no longer need to apply all the transaction logs after a full database restore. Instead you may apply a full database restore, the differential backup, and the remaining logs.

Apart from the conventional database backup, DBAs may also choose to backup individual files or file groups. This offers a different approach to backup where tables residing within specific file/filegroups may be backed up and restored individually. However, care must be taken to ensure data version and time integrity when performing partial restore operations.

Another important feature in VLDBs is the ability to load large amounts of data into the database very easily and very quickly. Microsoft SQL Server 2000 supports bulk copy operations of data via its Bulk Copy Program (BCP). BCP is a command line utility that offers very high speed data loading capabilities via Data Transformation Services. Data Transformation Services is a data pump -like utility offering transformation capabilities and other powerful scripting options for data transfer. Multiple bulk copy operations can be performed concurrently against a single table to speed data entry. The database console command utility statements are implemented with reduced locking requirements and support for parallel operations on computers with multiple processors, greatly improving their speed.

Every DBA knows the significant impact well-created indexes can have on the performance of a database, and the impact increases vastly in direct proportion to the size of the database. In Microsoft SQL Server 2000, index creation is a fast, parallel process and the selection of indexes to be created can be optimized by the system. Actual index creation operations can run in parallel where appropriate, speeding up the execution of the task. This makes a huge difference when working with very large tables. Furthermore, Microsoft SQL Server 2000 has index tuning functionality built into the product, which helps users automatically identify and create indexes that will improve performance. Another very useful feature found in Microsoft SQL Server 2000’s SQL Query Analyzer is the “display query execution plan” option. When turned on, this feature allows users to analyze specific queries and study the execution path and utilization of key resources like CPU time, IO, joins, loops, index usage, and more. This provides a very detailed look into the efficiency of the query and the specific areas that utilize the most resources, allowing the user to identify, which area(s) would benefit most from optimization. 

Oracle®9i™ Database's primary approach to meeting VLDB demands is to create and use partitioned tables and indexes. Partitioned tables allow your data to be broken down into smaller, more manageable pieces called "partitions," or even "subpartitions." Indexes can be partitioned in similar fashion. Each partition can be managed individually, and can function independently of the other partitions, thus providing a structure that can be better tuned for availability and performance. 

If you are using parallel execution, partitions provide another means of parallelization. Operations on partitioned tables and indexes are performed in parallel by assigning different parallel execution servers to different partitions of the table or index. 

Partitions and subpartitions of a table or index all share the same logical attributes. For example, all partitions (or subpartitions) in a table share the same column and constraint definitions, and all partitions (or subpartitions) of an index share the same index options. They can, however, have different physical attributes (such as TABLESPACE). 

Although you are not required to keep each table or index partition (or subpartition) in a separate tablespace, it is to your advantage to do so. Storing partitions in separate tablespaces enables you to: 

· Reduce the possibility of data corruption in multiple partitions. 

· Back up and recover each partition independently. 

· Control the mapping of partitions to disk drives (important for balancing I/O load). 

· Improve manageability, availability, and performance. 

Partitioning is transparent to existing applications, and standard DML statements run against partitioned tables. However, an application can be programmed to take advantage of partitioning by using partition-extended table or index names in DML.

Note, however, that with partitioned tables extra care must be taken in management of indexes and backup operations. The risk of corruption is slightly higher and repair efforts are greater.

In the area of data loading, DBAs can use the SQL*Loader, Import, and Export utilities to load or unload data stored in partitioned tables. Though not as feature-rich as Microsoft’s DTS, the SQL*Loader does work fairly efficiently. These utilities are also partition and subpartition aware. 

Both products share a very similar approach to the support of VLDBs. What needs to be closely scrutinized is the difference between small/medium databases as they grow into very large databases. Using Microsoft® SQL Server 2000, the support for VLDBs is natural evolution. All functionality to support VLDBs are inherent in the system and the system automatically adjusts its configuration parameters as the meta data changes to provide an optimized setting--even if the change is rapid. Oracle®9i™ Database requires the constant updating of database options, such as the redo log and changing of its configuration, as data volume increases. Without this constant administrative watch on the database in question, such volume increases can have enormous negative impact on performance.

OLTP: Scale Up

There are two basic ways to achieve scalability: scale up and scale out. Both have their merits and weaknesses. We first focus on scale up, studying the various features and optimizations available in both Microsoft SQL Server 2000 and Oracle9i Database that influence their ability to efficiently leverage hardware resources available within a single SMP server. We will also look at the complexities involved in setup, configuration, tuning and management.

"Scale up" refers to the increase of a system’s capacity by enhancing/extending the resources within a single physical machine. This could involved enhancing, upgrading or adding one or more of the server’s internal resources such as processors (CPU) or memory (RAM).

· Processors and Memory – adding more CPUs and memory can increase an existing systems ability to support a greater workload. 

· Microsoft SQL Server 2000 on Windows® 2000 Datacenter Server supports up to 32-CPUs in a single physical server without any special efforts to setup or configure, provided the hardware is certified and installed by qualified engineers. Degree of parallelism is set automatically by the system that determines the optimum setting based on the system’s workload, and is changed as needed to ensure optimum performance, even as the workload changes. On a dedicated server with 4GB of RAM, administrators can further enhance SQL Server’s performance by allocating more memory. This is done by specifying a /3GB switch in the boot.ini file of Windows NT Enterprise Edition or Windows 2000 Advanced Server. By default, the Windows OS reserves 2GB of address space for use by the OS and 2GB for applications. With this /3GB switch, only 1GB is now reserved for the OS, leaving 3GB for applications (i.e. Microsoft SQL Server 2000). Additionally, despite the limitation of the 32-bit platform, Microsoft SQL Server 2000 can take advantage of memory beyond 4GB because it uses the Windows 2000 Address Windowing Extensions (AWE) API. This allows Microsoft SQL Server 2000 to support up to 8GB on Windows 2000 Advanced Server and 64GB on Windows 2000 Data Center. AWE is a set of extensions to the memory management functions of the Microsoft Win32 API that lets applications acquire physical memory as nonpaged memory and then dynamically map views of the nonpaged memory to the 32-bit address space. 

· Oracle9i Database Release 1 for Microsoft Windows 2000 supports up to 4GB of RAM in the same manner as Microsoft SQL Server 2000. However, it currently does not support AWE, though it was possible to take advantage of AWE support in Oracle 8.1.7. (Oracle did hint on plans to reintroduce VML support in 9i Release 2.)  As such, Oracle9i’s memory capacity is bound by the base level limitation of the operating system on a 32-bit platform, which is about 4GB (including memory required by the OS).

Another important factor that influences a system’s ability to scale up is how efficiently the system utilizes disk resources.

· Microsoft SQL Server 2000 supports the use of files/filegroups to allow DBAs to physically place databases objects into database files residing on different disk subsystems, or even completely different arrays if required. The process is fairly simple, driven by a GUI front with all relevant information about the database, disks, files and hardware specifications readily available to the DBA. This makes it easy for DBAs to perform physical aggregation of the database tables to ensure “hot-spots” do not form in the I/O subsystem. For example, tables that have the highest transaction rates can be place on its own high speed drive array to provide better performance or avoid slowing down other users. It may also be split across multiple physical disks for greater load distribution and increased parallelism. One important point to note is that Microsoft® SQL Server 2000 dynamically determines the appropriate level of parallelism to employ for best overall performance of the system. This saves the DBA from having to figure out the best value (which is often a very difficult and time consuming task and highly error prone) as the system maintains updated statistics of they system’s available resources and workload.

· Oracle®9i™ Database provides a similar approach to segregating data using tablespaces; however, careful study of the tablespaces is required to know how they are grouped together. Furthermore, the process is mostly manual and requires that the DBA knows and understands the various environmental quirks and constraints in the system to be able to optimize parallelism on the system.

Microsoft® SQL Server was the pioneer in providing automated index tuning features since version 7.0, to help DBAs easily identify and implement indexes that help improve performance of queries. The Index Tuning Wizard functions according to actual data, i.e. the queries to be tuned, updated statistics, query paths and other data from the system’s actual workload and meta-data. The Wizard then comes up with recommendations on how to further improve query performance using the appropriate indexes. 

Oracle®9i™ Database is a newcomer to this area. Its first index tuning utility functions in a similar fashion as Microsoft’s SQL Server, but it does require slightly more effort to implement.

One often overlooked area that may have significant impact on the scalability of a database system residing on SMP hardware is the efficiency of the system in utilizing and managing available resources. Microsoft SQL Server 2000 is tightly integrated with the Windows operating system and hence leverages much of the operating system’s features to perform various tasks. For example, SQL Server takes full advantage of resource management features available in the operating system so that it can easily add or reduce memory dynamically with almost trivial overhead in servicing these processes. 

The Oracle9i Database, on the other hand, needs a set of processes to manage this. It is also unable to allocate or de-allocate memory dynamically to the operating system. Integration with the Web server is another example. SQL Server is able to take advantage of existing services due to its tight integration, while Oracle has additional services and components running to serve the same (redundant) purpose.

As such, Oracle typically has a significantly higher base overhead for just the core database functions and also a much higher hardware resource overhead per connected user. The result is that, deployed on identical hardware, Microsoft SQL Server 2000 will perform far better and be able to support far more users than Oracle9i Database.

OLTP: Scale-Out

Scalable systems solve the upsizing problem by giving the designer a way to grow the network, servers, database, and applications by simply adding more hardware. A system can grow by scaling up (moving to a larger computer or adding more resources to an existing computer) as discussed in the preceding section, or the system can grow by scaling out (adding more nodes to a cluster). Taking full advantage of the scale-out model requires software that will not only divide the load among multiple systems, but also provide manageability and availability,

The cluster approach has two advantages over increasingly large SMP systems: clusters can grow in small increments of commodity components, and the relative independence of cluster nodes gives a natural improvement to availability. However, clustering poses management challenges because more components must be managed.

Clustering has two fundamental approaches when it comes to scaling out, which revolves around how the data and database software is stored on the server. The two categories for this are:

· Shared Disk: Oracle Parallel Server (OPS) and Real Application Clusters (RAC) support this disk approach. The challenges posed by this approach include scalability, data consistency and availability. Oracle®9i™ Database's RAC solution, has addressed many significant problems faced by its predecessor OPS. Some of the problems addressed by the improved Cache Fusion architecture are issues like “low-end” scalability, corruption and recovery, and complexity of implementation. However, it is still far from being a matured solution for scale-out. For instance, when servicing a request for data that is already cached, OPS needed 18 context switches and 6 I/O operations to service the request. RAC however, needs only 4 context switches and 3 messages. This is a significant improvement but it is still far from ready to handle very high OLTP environments. This is clear, as even in Oracle’s internal benchmarks, RAC has not been proven to scale to the levels required by enterprise systems. For example, Oracle has not published any results on industry standard benchmark like TPC or SAP, and the limited internal benchmarks disclosed during Oracle OpenWorld 2002 did not even come close to the performance of single SMP servers like Microsoft SQL Server 2000 on Compaq and Unisys hardware. Also, though it provides added protection against single server failure in a multi-node cluster, recovery and system availability becomes unpredictable in the event of multiple node failures. The final point to note on RAC is that if a patch needs to be applied to the system, the entire system will be taken offline while the patch updates the data dictionary. Rolling upgrades is not available on Oracle9i RAC release 1 and there are no indications that it will be available in release 2.

· Shared Nothing: Microsoft® SQL Server 2000’s scale out strategy is based on an architecture where the database is physically partitioned into multiple segments, each residing in their own servers. These partitions are unified with the use of Distributed Partitioned Views (DPV) making it appear like a single table to the user. As such, users who need to access the data need only to query the view and not be concerned with where the data actually resides. This is true for all Data Manipulation Language (DML) operations. This is because Microsoft SQL Server 2000’s query processor is DPV-aware and, when processing a query that targets a DPV, it is able to determine upon which server or servers the data requested resides, and then routes the query accordingly. If the data resides in multiple servers, this routing and processing is executed in parallel. One inherent availability benefit of this architecture is that the odds of a total system failure are greatly reduced because even if a particular server suffers from server hardware failure or total disk failure, only a portion of the system is affected. The rest of the system continues to function normally. In environments that require very high levels of availability, additional redundancy is easily implemented for each node in the cluster. 
This architecture offers very high levels of scalability that is needed by only a very small number of companies around the world; hence, adoption so far has been limited. Note: this approach is not intended for all environments. It is typically adopted by users who have exhausted the capacity of the largest SMP box available (which currently supporting up to 32-CPUs and 64-GB of RAM). Additionally, users have to be aware that it is not a trivial process implementing a system with DPV. In the design of the database, care must be taken to provide a relatively even distribution of data among the partitions. Also, thought must be given to how the system would be extended (add more nodes) when it exceeds its original capacity. At end of the day, this solution is viable if you have reached the ceiling of even the largest SMP server or have a unique requirement that would benefit from this architecture. It works very well and is very scalable, but this approach does require additional effort in the design and maintenance of the system. 

Instance Creation

Both Microsoft® SQL Server 2000 and Oracle®9i™ Database support the notion of multiple instances, but in different ways. Microsoft SQL Server 2000 has the capability to create multiple instances on the same machine. The first instance created by the installation of Microsoft SQL Server 2000 is called the "default instance" while additional installations are called "named instances." A named instance is like a complete Microsoft SQL Server 2000 installation, i.e. each has its own binaries and database resources, and each function independently. That is, each Microsoft SQL Server gets a unique set of:

· System and user databases.

· The SQL Server and SQL Server Agent services. For default instances, the names of the services remain MS SQL Server and SQLServer Agent. For named instances, the names of the services are referenced as MSSQL$instancename and SQLAgent$instancename, allowing them to be started and stopped independently of the other instances on the server. The database engines for the different instances are started and stopped using the associated SQL Server service. The SQL Server Agent services manage scheduled events for the associated instances of the database engine.

· The registry keys associated with the database engine and the SQL Server and SQL Server Agent services.

· Network connection addresses so that applications can connect to specific instances.

Creating a Microsoft® SQL Server 2000 instance is done by running the installation program. There, the instance name needs to be specified. The Administration is done exactly the same way as the default instance creation, i.e. through Microsoft SQL Server 2000 Enterprise Manager. Though not a physical limit, up to 16 instances are supported by Microsoft for each physical server. 

Every running Oracle®9i™ Database is associated with an Oracle instance. When a database is started on a database server (regardless of the type of computer), Oracle9i Database allocates a memory area called the System Global Area (SGA) and starts one or more Oracle processes. This combination of the SGA and the Oracle processes is called an Oracle instance. The memory and processes of an instance manage the associated database’s data efficiently and serve the one or multiple users of the database.

Oracle9i Database instance creation is a little more complex depending on the options chosen. One way is to use the database configuration assistant, which is a wizard for creating, modifying, deleting databases and their instances.

The other way is to step through the database creation process manually. In this approach, the following steps need to be conducted:

1. Define the database name.

2. Create the service.

3. Create the parameter file.

4. Execute the actual create database statement.

5. Create additional tablespaces.

6. Populate the data dictionary with scripts.

7. Run scripts for adding options.

Another interesting difference between the two is  Microsoft SQL Server 2000's ability to create instance without actually creating a database. This provides the capability to build a database platform in preparation prior to the database creation stage, or to create a standard platform for the company with default options defined for any person or department that wishes to create/manage their own databases. Another difference is that Microsoft SQL Server 2000 can support multiple databases per instance, while Oracle9i Database is only able to support one database per instance. 

The use of multiple instances in a single server provides a great deal of convenience and cost savings in both enterprise customer environments and software development vendors. In both cases, users are able to run multiple distinct instance of SQL Server on the same physical machine where each instance serves a different purpose. For example, in a test lab, a single test server can house many instances--each owned, managed and accessed by different development teams, with each testing their application modules in their own instances without affecting other teams in any way. Such a scenario is possible, though not practical with Oracle9i Database because of the very high minimum resource requirement (memory, CPU cycles, disk space) per instance.

Another important fact discussed later in this section is how to modify database parameters for each database. Microsoft® SQL Server 2000 provides the tuning parameters on two levels: 1) tuning for a specific instance; and, 2) on each individual database within the instance. One significant advantage that Microsoft SQL Server 2000 has in the area of performance tuning is automated dynamic tuning and configuration. No other database vendor has this feature today. 

Oracle9i Database also provides tuning on the instance and the database, but the process is manual and is often a guessing game. Also, since Oracle does not support having multiple databases per instance and it is quite rare that users will run multiple instances of Oracle in the same server, the point about custom configuration per database, per instance, is generally moot. 

Database Structure

When creating a database, it is important to understand how the database stores data so that you can calculate and specify the amount of disk space to allocate for the data files and transaction logs, and plan for future growth. Consider the following facts and guidelines about data storage:

All Microsoft® SQL Server 2000 databases have a primary data file (.mdf) and one or more transaction log files (.ldf). A database also may have one or more secondary data files (.ndf). These physical files have both operating system file names and logical file names that can be used in Transact-SQL statements.

Database files can be grouped together in filegroups for allocation and administration purposes. Some systems can improve their performance by controlling the placement of data and indexes onto specific disk drives. Filegroups can aid this process. The system administrator can create filegroups for each disk drive, then assign specific tables, indexes, or the text, ntext, or image data from a table, to specific filegroup. No file can be a member of more than one filegroups. Tables, indexes, and text, ntext, and image data can be associated with a filegroups, in which case all their pages will be allocated in that filegroups.

Log files are never a part of a filegroups. Log space is managed separately from data space.

Microsoft SQL Server 2000 can work quite effectively without multiple filegroups; so many systems will not need to specify user-defined filegroups. In this case, all files are included in the primary filegroups and Microsoft SQL Server 2000 can allocate data anywhere in the database. Filegroups are commonly used to distribute I/O access across multiple drives but it is not the only method that can be used for this purpose.

The default location for all data files and transaction logs is <installed drive:>\Program Files\Microsoft SQL Server\MSSQL\Data.

When you create a database, a copy of the model database, which includes the system tables, is copied to the database. Data is stored in 8-kilobyte (KB) blocks of contiguous disk space called pages. This means that a database can store 128 pages per megabyte (MB). Rows cannot span pages. Thus, the maximum amount of data in a single row, subtracting the space required for row overhead, is 8060 bytes. Tables and indexes are stored in extents. An extent is eight contiguous pages, or 64 KB. Therefore, a database has 16 extents per megabyte. Small tables can share extents with other database objects. 

Transaction log files record all activities against the database and hold the information necessary for recovery of the database in the event of a system failure.

These numbers are significant because they specify the maximum size of rows and extents; this is important to know when designing a database or capacity planning.

One useful feature in Microsoft SQL Server 2000 is the ability to auto-grow and auto-shrink the database and related log files based on user-defined options. This serves as a great “safety net” in case of unplanned rapid growth of the database ensuring the datafile is able to extend itself to accommodate the database size when needed.

Oracle9i Database provides a similar database structure, but uses different terminology. Oracle9i Database allocates logical database space for all data in a database. The units of database space allocation are data blocks, extents, and segments. In comparison to Microsoft® SQL Server 2000, Oracle9i Database does not use fix allocated sizes. Therefore, it can be a guessing game to get the appropriate block size. Changing block sizes is not necessarily and easy task. For example, if you needed to change from a 8KB block size to a 4KB block size, you need to export all the data, make the change, and then re-import the data into the table. Furthermore, not having a fixed block size makes it harder to manage cache settings for optimal memory and I/O performance. The one advantage that user defined block size has is the ability to deal relatively easily with rows that may exceed the size of a page.

At the finest level of granularity, Oracle9i Database stores data in data blocks (also called "logical blocks," "Oracle9i Database blocks," or "pages"). One data block corresponds to a specific number of bytes of physical database space on disk.

The next level of logical database space is an "extent." An extent is a specific number of contiguous data blocks allocated for storing a specific type of information.

The level of logical database storage above an extent is called a "segment." A segment is a set of extents, each of which has been allocated for a specific data structure and all of which are stored in the same tablespace. For example, each table’s data is stored in its own data segment, while each index’s data is stored in its own index segment. If the table or index is partitioned, each partition is stored in its own segment.

Oracle9i Database allocates space for segments in units of one extent. When the existing extents of a segment are full, Oracle9i Database allocates another extent for that segment. Because extents are allocated as needed, the extents of a segment may or may not be contiguous on disk.

A segment and all its extents are stored in one tablespace. Within a tablespace, a segment can include extents from more than one file; that is, the segment can span datafiles. However, each extent can contain data from only one datafile.

Although you can allocate additional extents, the blocks themselves are allocated separately. If you allocate an extent to a specific instance, the blocks are immediately allocated to the free list. However, if the extent is not allocated to a specific instance, then the blocks themselves are allocated only when the high water mark moves. The high water mark is the boundary between used and unused space in a segment.

Microsoft® SQL Server 2000 provides a set measure for database structure, allowing the rapid development of a database without needing to give too much consideration to block size, and giving all databases the option to grow dynamically if needed. This could be an issue with the Oracle®9i™ Database, for appropriate block size at one moment may not be appropriate in the future. Also, though it is useful to be able to set custom block sizes for specific tables/tasks, it becomes a complex task trying to identify the appropriate block size that would optimize overall performance, if it is possible at all.

Indexing and Parallel Queries

In addition to block sizing and understanding the database structure, another important consideration in optimizing query response is the use of indexes.

Microsoft SQL Server 2000 and Oracle9i Database provide for the creation of indexes, which maybe clustered or non-clustered; that is, to have the database sorted in contiguous blocks/pages, or to use indexing blocks/pages to point to blocks/pages where the data is in non-contiguous order. Note that ”Clustered Index” is referred to as “index organized tables” in Oracle9i Database. 

Microsoft SQL Server 2000 provides a bitmap to improve the performance of the indexes, though they are not synonymous to bitmap indexes. Bitmapped indexes are available in Oracle9i Database, but only in Enterprise Edition.

Ensuring that the index is doing its job can be difficult, as well as determining, whether index was in fact placed on the right database object.

Oracle9i Database does not provide an easy way to accomplish this task. Oracle9i Database does have an indexing wizard to automate the index creation and a rudimentary form of index tuning, but the bulk of the process is manual.

Microsoft SQL Server 2000 provides an index-tuning wizard to assist in creation and placement of indexes. This wizard is based on both the table structure and the nature of queries that are executed against the table.

Microsoft SQL Server 2000 can execute queries in parallel automatically. This optimizes the query execution in multi-processor computers. Rather than using one OS thread to execute one query, work is broken down into multiple threads (subject to the availability of threads and memory), and complex queries are completed faster and more efficiently.

The optimizer generates the plan for the query and decides when a query will be executed in parallel. It considers the following when making the decision: 

· Does the computer have multiple processors?

· Is there enough memory available to execute the query in parallel?

· What is the CPU load on the server?

· What type of query is being run?

When allowing SQL Server to run parallel operations like DBCC and index creation in parallel, the server resources become stressed, and you might see warning messages when heavy parallel operations are occurring. If warning messages about insufficient resources appear frequently in the server error log, consider using Performance Monitor to investigate what resources are available, such as memory, CPU usage, and I/O usage.

Do not run heavy queries that are executed in parallel when there are active users on the server. Try executing maintenance jobs such as DBCC and INDEX creation during offload times. These jobs can be executed in parallel.

Monitor the disk I/O performance. Observe the disk queue length in Performance Monitor to make decisions about upgrading your hard disks or redistributing your databases onto different disks. Upgrade or add more processors if the CPU usage is high. 

The distinct advantage that SQL Server has in this area is that the system can automatically determine the degree of parallelism (DOP) by considering all factors (query, current workload, available resources, potentials gains, etc.) and setting the appropriate DOP for the best overall performance.

Oracle9i Database supports parallel querying, and uses the same analyzing principles as Microsoft® SQL Server 2000, but most of the principles are rules-based with only a few that are cost-based. The disadvantage of rules-based principles is that they are inflexible and may negatively impact performance if the data or meta data is significantly different from what the rules predicted. Furthermore, DOP setting is a manual process in Oracle®9i™ Database where the user is expected to know what the ideal conditions are. This can be almost impossible in a dynamic environment. A negative performance impact is possible when Incorrect DOP values are set (in particular, high DOP values can be detrimental). Therefore, Oracle systems are often sized with excess resources (CPU, RAM, I/O) in order to produce acceptable performance.

Storage Techniques

The ability to create additional storage space for a database is important part of maintaining scalability. As mentioned earlier, Microsoft® SQL Server 2000 allows the creation of additional database files, called ‘"secondary database files" or .ndf files. These files can also be grouped together into a filegroup to allow a number of operations to be conducted on the database files, such as backup and restore. Placement of individual objects like large fact tables from a data warehouse can also be carried out.

Oracle9i Database uses a similar feature called tablespaces, which creates additional database files. However, the grouping of tablespaces is not provided from a logical to physical relationship.

The use of filegroups in Microsoft® SQL Server 2000 is a form of advance database management and should be used only if required. Creation of database files generally can improve performance for database through I/O distribution, if multiple physical disks are in use. However, be aware that this is not the only method available to users for I/O distribution.

Tuning Parameters

Microsoft® SQL Server 2000 reconfigures itself automatically and dynamically while running, based on statistics gathered about the systems workload and available resources. As more users connect to Microsoft SQL Server 2000, it can dynamically acquire additional resources, such as memory or optimize query execution paths/parameters such as the degree of parallelism. As the workload falls, Microsoft SQL Server 2000 will release the resources back to the system when required. If other applications are started on the server, Microsoft SQL Server 2000 will detect the additional allocations of virtual memory to those applications, and may reduce its use of virtual memory to reduce paging overhead depending on whether the actions will improve overall system performance. 

Oracle®9i™ Database follows the same principle; however, automatic tuning is not the default, and must be enabled. Also, the tuning features are limited and not entirely automated with only a few parameters exposed to this feature such as db_cache_size. Also, note that since this is “new territory” to Oracle, users are advised to exercise caution when allowing the system to automatically reconfigure resources. For example, if you set dba_cache_advic=on, Oracle may “steal” RAM pages from the shared pool, often with disastrous results to the library cache. 

Database administrators can control the amount of dynamic reconfiguration in each instance of Microsoft SQL Server 2000. A small database used by someone not familiar with databases can run with the default configuration settings, in which case it will configure itself dynamically. A large production database monitored by experienced database administrators can be set up to give the administrators full control of configuration. Even in such environments, we find only a few situations that require manual settings, and only for some of the parameters; e.g. when database sizes are in the multi-terabyte range, or OLTP transaction volumes are in the tens of thousands of transactions per second.

The first tuning parameter that every database administrator considers is how much memory the relational database product is using.

Let’s look at Oracle9i Database first, which has a number of memory pools.

The main Oracle memory caches that affect performance are the following:

· Shared pool.

· Log buffer.

· Buffer cache.

· Process-private memory (for example, used for sorting, hashing, and so on).

These memory caches receive memory from the System Global Area (SGA). The memory caches are of a fixed size at the time of instance creation, and are where the max size of the SGA is set.

The size of these memory caches is configurable using initialization configuration parameters (except for the SGA). The values for these parameters are also dynamically configurable using the ALTER SYSTEM statement (except for the log buffer, which is static after startup).

It is possible to reconfigure the sizes of the shared pool and the buffer cache dynamically, in addition to dynamically reconfiguring process-private memory.

Memory for the shared pool and buffer cache is allocated in units of granules. A granule can be 4 MB or 16 MB, depending on the total size of your SGA at the time of instance startup. If the size of your SGA is less than 128 MB, then the granules are 4 MB in size; otherwise, they are 16 MB. It is possible to decrease the size of one cache and reallocate that memory to another cache, if necessary. The total SGA size can be expanded to a value equal to the SGA_MAX_SIZE parameter. SGA_MAX_SIZE cannot be dynamically resized.

The maximum amount of memory usable by the instance is determined at instance startup by the initialization parameter SGA_MAX_SIZE. You can specify SGA_MAX_SIZE to be larger than the sum of all of the memory components (such as buffer cache and shared pool); otherwise, SGA_MAX_SIZE defaults to the actual size used by those components. Setting SGA_MAX_SIZE larger than the sum memory used by all of the components lets you dynamically increase a cache size without needing to decrease the size of another cache.

What is interesting here is that when a database is created using the Database Configuration Assistant, the recommendations are made based on the current environment. In this case, database administrator must have a detailed understanding of the current system. If a database administrator does not have the experience or the understanding, performance and scalability problems may result.

Microsoft® SQL Server 2000 does not suffer the same problems as Oracle®9i™ Database in this respect. When SQL Server is using memory dynamically (the default setting), it queries the system periodically to determine the amount of free physical memory available. SQL Server grows or shrinks the buffer cache to keep free physical memory between 4 MB and 10 MB depending on server activity. This prevents the operating system (OS) from paging. If there is less memory free, SQL Server releases unused memory to the OS and that usually goes on the free list. If there is more memory free at the OS level, SQL Server recommits memory to its buffer cache. SQL Server adds memory to the buffer cache only when its workload requires more memory; a server at rest does not grow its buffer cache.

Allowing SQL Server to use memory dynamically is the recommended configuration; however, you can set the memory options manually and override SQL Server's ability to use memory dynamically. Before you set the amount of memory for SQL Server, determine the appropriate memory setting by subtracting from the total physical memory the memory required for the OS and any other instances of SQL Server (and other system uses, if the computer is not wholly dedicated to SQL Server). This is the maximum amount of memory you can assign to SQL Server. Note that incorrect settings (too high or too low) can have adverse effects on your overall system.

Optimization Monitoring

Microsoft® SQL Server 2000 provides direct integration for performance monitoring, especially when it comes to memory management through integration with the operating system and utilities such as Performance Monitor.

Oracle®9i™ Database does not easily provide such a tight integration, but performance data can be gathered and then needs to be calculated from a number of virtual tables.

Throughout its operation, Oracle maintains a set of "virtual" tables that record current database activity. These tables are called "dynamic performance tables." Dynamic performance tables are not true tables, and most users should not access them. However, database administrators can query and create views on the tables and grant access to those views to other users, if necessary. These views are called fixed views because they cannot be altered or removed by the database administrator.

SYS owns the dynamic performance tables. By default they are available only to the user SYS and to users granted SELECT ANY TABLE system privilege, such as SYSTEM. Their names all begin with V_$. Views are created on these tables, and then public synonyms are created for the views. The synonym names begin with V$. The trick here is to know which tables to consult to find the right performance information. Users also need to monitor this diligently, as characteristics of a system may change many times in the course of a single business day on an active system.

Oracle®9i™ Database also provides the capability to tune each instance for performance. However, it becomes a challenge if there are multiple instances, such as allocating the maximum size of the SGA. Each Oracle instance has a very high minimum overhead for just basic operation.

When multiple instances of Microsoft SQL Server 2000 are running on the same computer, each instance independently uses the standard dynamic memory management algorithm. There is no need for the instances to communicate with each other to cooperatively manage memory. When all but 4 MB to 10 MB of the memory on a computer is allocated, the amount of memory allocated to each specific instance of the database engine is driven by the relative workload of each instance. The instances with higher workloads acquire more memory, while instances processing lighter workloads acquire less memory. Regardless of the number of instances of Microsoft SQL Server 2000 on a computer, the algorithm ensures:

· The overall amount of allocated memory remains under the level that would generate Microsoft Windows NT or Windows 2000 page I/Os.

· The computer memory is efficiently distributed between the instances of Microsoft SQL Server 2000 based on their relative workloads.

· The memory allocations are dynamic and can immediately adjust to changes in the workloads of individual instances of Microsoft SQL Server 2000. 

This approach that we have seen from Microsoft enables database administrators to easily performance-tune a Microsoft® SQL Server 2000 installation automatically and with real-time monitoring. If necessary, DBAs can still define static allocations for each instance based on business requirements. For example, in an Application Service Provider (ASP) environment, a customer paying higher hosting fees can be allocated more memory than other customers sharing the same server but paying a lower fee.

Oracle®9i™ Database does provide an additional performance monitoring pack, called Statspack. The pack requires some additional steps; for example, having to take periodic snapshots of the database being analyzed to make comparisons. If the DBA is diligent about performing these additional tasks manually, valuable information can be gathered for monitoring the overall system health and performance tuning. SQL Server DBAs are more fortunate in this respect as most of the tuning can be optimally managed by the system without user intervention.

Today, Oracle database administrators find their number one challenge is tuning their databases. With the many options available, it is a difficult task. Most Oracle DBAs maintain separate sets of configuration files that are switch periodically to address the different workloads imposed on the server depending on the time of day, week or month. However, Oracle Corporation is making significant investments to introduce effective automated management features in its database offering. This is seen in the early attempts with Oracle®9i™ Database Release 1. Microsoft SQL Server 2000 has the leadership advantage in this area with automated dynamic tuning introduced since version 7.0 and significantly enhanced in Microsoft SQL Server 2000, the current version. Microsoft SQL Server 2000 provides a much easier approach by letting the system dynamically tune the database based on its actual workload and available system resources, thus ensuring optimal performance at all times even in very volatile systems.
Summary

Microsoft® SQL Server 2000 has the simple but powerful ability to manage databases without requiring management of every little performance aspect. This is accomplished through dynamic tuning, and a unified approach to database structure (i.e. the datafile(s) and the transaction log(s), the two components that make up a Microsoft SQL Server 2000 database). This makes the DBA’s task of maintaining and tuning the database far easier, and frees him or her from mundane configuration tasks m, allowing more time to be given to more important tasks, such as planning, integration design and working with business users to provide better service. Microsoft SQL Server 2000 also provides the option to change parameters at the instance level, such as setting memory requirements for both minimum and maximum memory settings.

Oracle®9i™ Database has overly complicated the performance tuning options. This is primarily due to its legacy baggage from a 15-year-old architecture (based on version 6.0). All but the most experienced database administrators could potentially implement the wrong settings, thus causing all manner of database scalability and performance issues.

Security 

Overall Comparison

General Security

Data is vulnerable at many points in any computer system, and many security techniques and types of functionality can be employed to protect it. This section provides a systematic introduction to security features that can protect the memory, files, and processes residing on the server. However, it is absolutely critical that the reader understand that security features are only as effective as the people and policies that are enforced to leverage these features. Without a diligent administration team, educated users and strict policy enforcement, any security feature available on any system is only a very small barrier and may even provide a false sense of security for the system owners.

Security for Microsoft® SQL Server 2000 and Oracle®9i™ Database are controlled at different levels.

Access to the server for Microsoft SQL Server 2000 can be done using a Windows NT( or Windows( 2000 user account under Integrated Authentication Mode, which is the default and recommended setting.  You can also implement authentication based on users created in the Microsoft SQL Server 2000 but this is provided more for backwards compatibility and to address the needs of very specific applications. It is not recommended for most environments. Regardless of the model adopted, Windows Authentication is always available. When both models are used at the same time, it is known as Mixed Mode Authentication.

Oracle®9i™ Database does not support this concept of server security because initial connection is made directly to the database. Microsoft® SQL Server 2000 provides roles (groups) at server level security access to allow the creation of server based object management, e.g. giving permission for the creation of a database. Oracle9i Database takes a different approach in order to create a database.  You need access to the operating system to create both the service and the directory structure to support the database files. Of course this can be done via the Database Configuration Assistant, but access to the server is required, and this type of action requires local administrator privilege.

Both Microsoft SQL Server 2000 and Oracle9i Database support the database user, and can be directly tied to Domain User Account. Oracle provides the following two levels of privileges, namely System and Schema object privileges:

1. System privileges allow users to perform a particular system wide action or a particular action on a particular type of schema object. For example, the privileges to create a table space or to delete the rows of any table in the database are system privileges. Many system privileges are available only to administrators and application developers because the privileges are very powerful.

2. Access to data is most commonly controlled on the level of access to the database itself, or to specific tables. Schema object privileges allow users to perform a particular action on a specific schema object. For example, the privilege to delete rows of a specific table is an object privilege. Schema object privileges for tables allow table security at the level of Data Manipulation Language and Data Dictionary Language operations. For example, an administrator can grant individual users the privileges to use the DELETE, INSERT, SELECT, and UPDATE DML operations on a table or view, or the ALTER, INDEX, and REFERENCES privileges to perform DDL operations on a table. Privileges can be specified at the column level. It is possible to restrict a user’s INSERT and UPDATE privileges for a table to individual columns of the table. Likewise, privileges can be specified at the row level. It is possible to restrict a user’s SELECT, INSERT, UPDATE, and DELETE privileges for a table to specific rows of the table.

Microsoft® SQL Server 2000 has a similar approach. Microsoft SQL Server 2000 has statement permissions not unlike the Oracle®9i™ Database system privileges and object permissions, which in turn are similar to Oracle9i Database schema object permissions.

It is interesting that both Microsoft SQL Server 2000 and Oracle9i Database support the notion of implied permissions/privileges. Implied permissions/privileges allows access to be granted or denied through the use of roles within the database, with database users being a member of one or more roles.  As with security concepts, both Microsoft SQL Server 2000 and Oracle9i Database work on the principle of lesser privileges granted first in order to prevent unauthorized access to database objects.

It can be confusing in that Oracle9i Database provides excessive amount of roles for system and schema object privilege. On the other hand, Microsoft SQL Server 2000 has set server roles (one cannot create any additional new server roles), but does provide the ability to create and define new database roles. Oracle9i Database does not have server roles that work in this fashion, but the creation of database roles is permitted.

Oracle does provide different levels of roles to add to complexity, which are the following:

· Database Roles - Privileges enable users to access and modify data in the database. Database roles are named groups of privileges relating to a specific job function that are granted to users or other roles.

Microsoft® SQL Server 2000 supports this concept through database roles.

· Global Roles - Global roles are one component of enterprise user security. A global role only applies to one database, but it can be granted to an enterprise role defined in the enterprise directory. Although a global role is managed in a directory, its privileges are contained within a single database—the database in which it is defined. You define the global role locally in the database by granting privileges and roles to it, but you cannot actually grant the global role to any user or to any other role in the database. When an enterprise user attempts to connect to the database, the enterprise directory is queried to obtain any global roles associated with the user. This role is dependant on a directory service infrastructure, such as LDAP, PKI, and or Active Directory. (The use of directory services is discussed later in this section.)

Microsoft SQL Server 2000 supports this task through the use of Windows NT/2000 groups, and adding the group to the server and database.

· Enterprise Roles - An enterprise role is a directory structure which can contain global roles on multiple databases, and which can be granted to enterprise users. By storing and managing enterprise roles in an LDAP-based directory service, you can centralize management of user-related information, including authorizations. For example, the enterprise role CLERK could contain the global role HRCLERK with its unique privileges on the Human Resources database, and the ANALYST role with its unique privileges on the Payroll database. 

An enterprise role can be granted to or revoked from one or more enterprise users. For example, you could grant the enterprise role CLERK to a number of enterprise users who hold the same job. This information is protected in the directory, and only you, as the administrator, can manage users and grant and revoke their roles. A user can be granted local roles and privileges in a database, in addition to enterprise roles.

Microsoft SQL Server 2000 again can fulfill this role usage through the use of group accounts from Windows NT/2000 operating system.

· Secure Application Roles - A secure application role is used by an application.  It can only be enabled by the application, and does not need a password.

Microsoft SQL Server 2000 provides the exact capability by using Application Roles.

Oracle®9i™ Database also allows the client access location to be secure through Oracle Net Services and defining Native Network Capabilities (Valid Node Checking). In the case of a high security database, you may want to ensure that connections only come from certain points in the network. For example, a company might have a security policy saying that user JAUSTEN can access the Payroll database, but only when she is present at work.

Microsoft® SQL Server 2000 can provide similar functionality through the Microsoft Windows NT/2000 operating system and through the application that would access the database.

Oracle®9i™ Database supports the notion of Virtual Private Database, which allows DBAs to define access privileges at the row level based on filters/conditions for individual users or roles. This does place some overhead on the system but it is a powerful feature.

Microsoft SQL Server 2000 does not have an equivalent feature but is able to mimic this functionality fairly closely with the use of updateable views. However, this is dependent on the users not knowing the base table names preventing them from accessing system tables to find these names.

Auditing

Microsoft® SQL Server 2000 provides the capability to audit logons to the server in the Windows event log. The audit level can be configured using SQL Server Enterprise Manager, or by using the xp_loginconfig extended stored procedure.

Possible auditing settings are: 

· None. Logs no auditing information. 


· Success. Causes only successful logins to be logged. 


· Failure. Causes only failed logins to be logged. 


· All. Causes successful and failed logins to be logged. 

The auditing information is written to the Microsoft SQL Server 2000 error log.

Oracle9i Database has very limited support for this feature.

Profiling for Auditing

Microsoft® SQL Server 2000 provides a very powerful profiler, Microsoft SQL Profiler, which allows the analysis of many internal events that occur within Microsoft SQL Server, including full security auditing capabilities.

Microsoft SQL Profiler works by capturing all the actions performed on the Microsoft SQL Server 2000, and then analyzing those actions. The capture can be viewed real-time on the screen, saved to a text file, or inserted into a Microsoft SQL Server table.

Microsoft SQL Profiler allows capturing of virtually all events that take place within Microsoft SQL Server 2000, including: 

· End user activity (all SQL commands, Logout/Login, enabling of application roles). 

· DBA activity (DDL, other than GRANT/REVOKE/DENY and security events, and configuration [DB or server]). 

· Security events (GRANT/REVOKE/DENY, login user/role add/remove/configure). 

· Utility events (backup/restore/bulk insert/bcp/DBCC commands). 

· Server events (shutdown, pause, start). 

· Audit events (add audit, modify audit, stop audit). 

Below is an illustration showing the possible auditing events that can be monitored using Microsoft SQL Profiler from the Microsoft SQL Server 2000 Books Online.
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This information can provide excellent support to establish who did what, and when.

With the auditing capabilities of Microsoft® SQL Server 2000 even the audit events can be monitored and recorded to ensure that the auditing process is working as desired.

Another mode of auditing is known as C2 audit mode. C2 auditing is necessary if you are running a C2 certified system. A C2 certified system meets a government standard that defines the security level. The US Government announced that Microsoft SQL Server 2000 had completed a successful evaluation at the C2 level according to the Trusted Database Interpretation (TDI) of the Trusted Computer System Evaluation Criteria (TCSEC).

The security features that are required at the C2 level include:

· Mandatory identification and authentication of all users on the system - The ability of the system to identify authorized users and to allow only them to access system resources. 

· Discretionary access control - The ability for users to protect their data as they desire. 

· Accountability and Auditing - The ability of the system to thoroughly audit user and system actions. 

· Object Reuse - The ability of the system to prevent users from obtaining information from resources that previously were used by others, for example, memory that has been released or files that have been deleted. 

The assurance requirements at the C2 level include:

· Examination of source code. 

· Examination of detailed design documentation. 

· Retesting to ensure that any errors identified during the evaluation have been corrected. 

· Penetration testing. 

C2 audit mode captures all audit-related events and all data columns for those events. This can produce a very large amount of data in a short amount of time, so is not recommended unless you are setting up Microsoft SQL Server 2000 in a C2 configuration. What is interesting here is if Microsoft SQL Profiler is unable to capture the audit data for whatever reason, Microsoft SQL Server 2000 will shutdown the database gracefully to ensure integrity of the data.

Oracle®9i™ Database provides some of the functionality found in Microsoft SQL Server 2000 but with vastly different implementation. The first is turning on an audit trail. Database auditing is enabled and disabled by the AUDIT_TRAIL initialization parameter in the database’s initialization parameter file. The parameter can be set to the following values:

· DB - Enables database auditing and directs all audit records to the database audit trail, which stores all audit trail information in a table called SYS.AUD$.

· OS - Enables database auditing and directs all audit records to the operating system audit trail, essentially going to the application event log in the Windows NT/2000 operating system.

· NONE - Disables auditing. (This value is the default.)

The AUDIT_FILE_DEST initialization parameter can be used to specify the directory where auditing files are stored.

If you edit the initialization parameter file, you need to stop and restart the database instance to enable or disable database auditing as intended. These parameters are not dynamic, and require the cycling of the database instance. In short, whenever you need to start, stop or amend and audit session, you need to stop and restart the database for the audit to take effect.

Regardless of whether database auditing is enabled, Oracle®9i™ Database always audits certain database-related actions into the operating system audit trail just like Microsoft® SQL Server 2000 (though executed and recorded differently). These events include the following:


· Instance startup.

An audit record is generated that lists the operating system user starting the instance, the user’s terminal identifier, the date and time stamp, and whether database auditing was enabled or disabled. This is stored in the operating system audit trail because the database audit trail is not available until after startup has successfully completed. Recording the state of database auditing at startup helps detect when an administrator has restarted a database with database auditing disabled (thus enabling the administrator to perform unaudited actions).

· Instance shutdown.

An audit record is generated that lists the operating system user shutting down the instance, the user’s terminal identifier, and the date and time stamp.

· Connections to the database with administrator privileges.

An audit record is generated that lists the operating system user connecting to Oracle as SYSOPER or SYSDBA. This provides for accountability of users with administrative privileges.

On operating systems that do not make an audit trail accessible to Oracle9i Database, these audit trail records are placed in an Oracle9i Database audit trail file in the same directory as background process trace files. It is the responsibility of the administrator to secure the file(s) and location to ensure accidental or intentional deletion/alteration does not occur. Oracle DBAs also need to ensure these files are not accessed by unauthorized persons. They contain sensitive data about the system, and their misuse could compromise system integrity.

Now that the audit trail has been enabled, you need to specify auditing options using the AUDIT statement. The AUDIT statement allows you to set audit options at three levels:

	Level
	Effect

	Statement
	Causes auditing of specific SQL statements or groups of statements that affect a particular type of database object. For example, AUDIT TABLE audits the CREATE TABLE, TRUNCATE TABLE, COMMENT ON TABLE, and DELETE [FROM] TABLE statements.

	Privilege
	Audits SQL statements that are authorized by the specified system privilege. For Example, AUDIT CREATE ANY TRIGGER audits statements issued using the CREATE ANY TRIGGER system privilege.

	Object
	Audits specific statements on specific objects, such as ALTER TABLE on the emp table.


Depending on the audit trail initialization parameter, whether the setting was DB or OS, the audit information will write to the SYS.AUD$ table in the SYS schema, or to the application event log in the Microsoft Windows NT/2000 operating system.

Microsoft® SQL Server 2000 has been rated C2 by the National Security Agency (NSA) for its auditing capabilities (as part of the overall C2 security requirement), while Oracle9i Database does not have this or any other security rating as yet.

Audit Monitoring

Interesting comparisons can be made when looking at these two products in terms of the ability to setup, monitor, and analyze the information that is collected during an audit session.

Microsoft® SQL Server 2000 and Oracle®9i™ Database both provide system auditing from the aspect of connection, logon, logoff, etc. But where Microsoft SQL Server 2000 provides state-of-the-art auditing capabilities is in monitoring and analyzing through Microsoft SQL Profiler.

Oracle9i Database requires knowing what you are going to audit--whether that will be a Data Definition Language (DDL) statement or Data Manipulation Language (DML) statement--and then recording the necessary information to the SYS.AUD$ table or application log, depending on the AUDIT TRAIL parameter.

Microsoft( SQL Profiler takes this in full stride as well—SQL Profiler is able to record the information not only to a table, but also to a file. This is where SQL Profiler leads the way: SQL Profiler also has the ability to open the file up and replay the series of audited events. For example, if Microsoft SQL Profiler were to audit a series of events from a production server and take the file to replay on a development server, it would then be able to close all the security issues on the development server and record the fixes in a SQL script file. You would simply have to execute the script file on the production server, and now you have a secure corporate server. The same process can be use to identify and fix renegade queries/users, bugs and other issues affecting the system—all using actual system workload but not affecting the production system.

Another important aspect to auditing is the auditing of multiple databases on multiple physical servers. To achieve this under Oracle9i Database, each database needs to have auditing turned on individually, and which DDL and/or DML statement actions to be recorded. Remember that this information gets recorded in each individual SYS.AUD$ table in each database, on each server. It is an administrative burden to collect and collate the necessary audit information to determine if there is a breech in a particular database. The amount of administrative overhead and physical efforts starts to pile up rapidly.

Microsoft SQL profiler provides the capability to run multiple traces to multiple servers and their databases and to consolidate all the information to tables in a central auditing database, or as a series of files to a central location, which can be played back at later stage.  This alone reduces the administrative burden of trying to manage audit events from a large corporate environment including monitoring and auditing database servers at remote locations.

Event Notification

Microsoft® SQL Server 2000 and Oracle®9i™ Database support the generation of events as well as generating alerts based on events to carry out a series of tasks. The events could be caused by anything from a database running out of disk space to the database being shutdown and restarted, or even a failed backup job. Note that the two products don’t have the same level of support for event notification. The following paragraphs will outline what is and what is not available for each database.

Oracle9i Database and Microsoft® SQL Server 2000 both provide the centralization of event and alert notification to cater for large corporate environments.  The terminology for the two products may be confusing, as Oracle describes its concepts in reverse compared to Microsoft. That is, Oracle9i Database calls an action that has taken place an "event," while Microsoft SQL Server 2000 calls an action that has taken place an "alert." For Microsoft SQL Server 2000, an alert is handled with an "event." 

Oracle9i Database handles events through the event handler, which must be defined and configured. In order to have an event handler, a management server needs to be defined. Planning and effort must be made to manage events within an Oracle9i Database environment. This may create a need for additional resources. 

Microsoft SQL Server 2000 provides the same functionality as a management server for alerts and notifications, but this functionality is inherent in any default installation of Microsoft SQL Server 2000. In Microsoft SQL Server 2000, the term "multiserver administration" is used to describe the notion of monitoring and managing multiple servers from a single console.

Use multiserver administration if you:


· Manage two or more servers.


· Schedule information flow between multiple enterprise servers for data warehousing.


With multiserver administration, you must have at least one master server and one target server. A master server distributes jobs to and receives events from target servers. A master server stores the central copy of job definitions for jobs run on target servers. Target servers connect periodically to their master server to update their list of jobs to perform.
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If a new job exists, the target server downloads the job and disconnects from the master server. After the target server completes the job, it reconnects to the master server and reports the status of the job.

For example, if you administer departmental servers across a large corporation, you can define: 

· One backup job with job steps.


· Operators to notify in case of failure.


· An execution schedule. 


Write this backup job one time on the master server and then enlist each departmental server as a target server. In this way, all the departmental servers run the same backup job even though you defined it only one time. The job could be simple status checks or complex system health or security checkpoints, all of which can be created using T-SQL scripts.

Microsoft® SQL Server 2000 and Oracle®9i™ Database provide the same services when it applies to alert notification; however, Microsoft SQL Server 2000 requires far fewer configurations compared to Oracle9i Database. On top of that, Microsoft SQL Server 2000 has native support for mail and pager systems so that events and alerts may be sent to the DBA or operator via email, pager or even cell phone. This provides significant flexibility to DBAs so that they may determine the best course of action--whether it’s an automated response by the system, or if the DBA needs to return to the datacenter. 

Directory Services

Microsoft SQL Server 2000 and Oracle9i Database can authenticate users through their user accounts. What is interesting is the way the user may connect to the database, i.e. via the Internet, or through a particular client operating system, such as Microsoft Windows 2000 or a Macintosh client.

Oracle9i Database provides many services to facilitate locating and authenticating user to database resources. This is primarily because that Oracle9i Database is required to support not only the Microsoft Windows 2000 operating system but other operating systems as well (such as HP Unix). It can be confusing which security provider service is most appropriate, as there are both distinct and subtle differences between the different platforms. Additional charges will be accrued as well if Oracle Advance Security is required. (Oracle Advance Security is only available for the Enterprise edition of its database.)

Microsoft® SQL Server 2000 and Oracle®9i™ Database can authenticate users in the following ways:

· By the operating system.


· Or the associated database.

The Oracle9i Database Enterprise Edition also supports the above, but additionally:

· The Oracle database of a middle-tier application that performs transactions on behalf of the user.

· The Secure Socket Layer (SSL) protocol.

· A network service (through Oracle Advanced Security).

For simplicity, one method is typically used to authenticate all users of a database. However, Oracle9i Database permits use of all methods within the same database instance.

Microsoft SQL Server 2000 provides the same functionality through the tight integration with the operating system. Additionally, users can also be authenticated by leveraging the Internet Information Server (IIS) to provide the SSL protocol, and/or middle-tier application (application/transaction server) authentication using Microsoft Component Services found with the Microsoft Windows NT/2000 operating system.

To support the integration of Active Directory natively for Microsoft SQL Server 2000 requires configuration of the Microsoft SQL Server 2000 service to Microsoft Active Directory via the Service Principle Name (SPN). Why might this be necessary? This provides an important capability--particularly there are several Microsoft SQL Servers 2000 and users within your corporate environment. This functionality is called "security account delegation."

Security account delegation is the ability to connect to multiple servers, and with each server change, to retain the authentication credentials of the original client. For example, if a user (LONDON\joetuck) connects to ServerA, which then connects to ServerB, ServerB knows that the connection security identity is LONDON\joetuck. This form of security helps reduce the amount of security information being passed through the network and reduces the overhead of additional processing.

Oracle®9i™ Database provides similar capability in two ways:

· Through use of Microsoft NT/LAN Manager security with a domain user or local user account. 

This can be provided by Microsoft Windows 2000 operating system using mixed security and providing a Primary Domain Controller emulator. An add-on utility called Oracle Administrative Assistant for NT must then be used. However, this utility cannot take advantage of the advance security features found in Microsoft Active Directory, e.g. organizational units.

· Through use of an optional licensed item found in Oracle Advance Security, Oracle Internet Directory (OID). OID provides its own directory server with a connector to Active Directory. OID essentially acts as an LDAP authentication server. (Microsoft Active Directory on Microsoft Windows 2000 is also an LDAP authentication server.) Note that by implementing this option, the administrators are introducing an additional element into the corporate IT infrastructure requiring management and regular updates (or synchronization), on top of whatever existing directory they may have.

Public Key Infrastructure

Oracle®9i™ Database through Oracle Advance Security provides a Public Key Infrastructure (PKI). PKI is to cater for Oracle9i Database support on different operating systems, e.g. HP UNIX, and allowing the use of platform security features.

Here is an overview of the components that may be used from Oracle Advance Security (PKI) services. We will also see how Microsoft SQL Server, with the assistance of the Microsoft Windows 2000 operating system, can provide the same services. Remember, that Oracle Advance Security is a separate licensed product: there is a cost associated with utilizing PKI service on an Oracle9i Database platform. Microsoft® SQL Server 2000's tight integration with the Microsoft Windows 2000 operating system allows for utilization of the security features found within the platform at no extra cost.

Oracle®9i™ Database implementation establishes a secure information exchange, which is in compliance with the industry-standard specifications for PKI-related components. It incorporates a whole suite of products and features, as described in this section.

Secure Sockets Layer

Secure Sockets Layer (SSL) uses public key cryptography to provide authentication, secure session key management, encryption, and data integrity. Microsoft provides this functionality through the integration of Microsoft Internet Information Server and Microsoft SQL Server 2000.

Oracle Call Interface

Oracle Call Interface (OCI) and PL/SQL functions are used to sign user-specified data using a private key and certificate, and to verify the signature on data using a trusted certificate. OCI and PL/SQL are proprietary to Oracle and are not applicable anywhere outside of Oracle. Microsoft® SQL Server 2000 does support this functionality; however, the option to encrypt stored procedures is available, and the database user who encrypts the object is the owner.

Trusted Certificates

A trusted certificate is a third party identity that is trusted. The trust is used when an identity is validated as the entity it claims to be. Typically, the trusted certificate authorities issue user certificates. If there are several levels of trusted certificates, a trusted certificate at a lower level in the certificate chain does not need to have all its higher-level certificates re-verified. Oracle Advanced Security automatically installs trusted certificates from VeriSign, RSA, Entrust, and GTE CyberTrust. Microsoft provides trusted certificates through Microsoft Internet Explorer Secure Provider Interface (SPI), found in Microsoft Internet Explorer 3.0 and higher, through the Microsoft Internet Information Server, and through the Microsoft Windows 2000 operating system.

X.509 Version 3 Certificates

Such a certificate is created when an entity’s public key is signed by a trusted entity (a trusted Certificate Authority outside of Oracle). The certificate contains the identity of the user or service, a public key, and other information used to enable authentication. It ensures that the entity’s information is correct and that the public key belongs to the entity. The certificate is loaded into an Oracle wallet to enable authentication. Microsoft provides this functionality through the Microsoft Windows 2000 operating system and in the certificate store from Microsoft Active Directory.

Oracle Wallets

An Oracle wallet is a container in which certificates and trusted certificates are stored and managed, such that there is no need for real time checking with the certificate authority. These data structures securely store a user private key, a user certificate, and a set of trusted certificates (the list of root certificates which the user trusts). 

Microsoft provides the same functionality through the Microsoft Window 2000 operating system, providing single-sign on capabilities.

Oracle Wallet Manager

This is a Java-based application that security administrators use to manage public key security credentials on both Oracle clients and database servers. It creates an Oracle wallet that can be opened using the Oracle Enterprise Login Assistant.  Oracle Wallet Manager creates a public-private key pair and manages credentials for a user. It issues PKCS#10 certificate requests to the certificate authority, and installs the certificate in the wallet. It ships with trusted certificates from VeriSign, RSA, and GTE CyberTrust, and can use a site’s own in-house certificate authority.

Microsoft provides this functionality through Microsoft Certificate Server. Using the profiles within the Microsoft® Windows® operating system can provide certificate management.

Oracle Enterprise Login Assistant

Oracle Enterprise Login Assistant is a Java-based tool for opening and closing a user wallet in order to enable or disable secure SSL-based communications for an application. It provides single sign-on capability for SSL-authenticated users.  Further, it provides the benefit of strong authentication as well as single sign-on in either a client/server or three-tier environment. Enterprise users authenticating with passwords also use it to change their passwords in a database or a directory.

Microsoft provides certificate management through Microsoft Certificate Server, Microsoft Active Directory, and in conjunction with user or computer profiles.

Oracle Internet Directory

This LDAP v3-compliant directory, built on the Oracle9i Database, helps to enable PKI-based single sign-on. It enables you to securely manage the user and system configuration environment, including security attributes and privileges, for users authenticated using X.509 certificates. Oracle Internet Directory enforces attribute-level access control, enabling the directory to restrict read, write, or update privileges on specific attributes to specific named users (for example, an enterprise security administrator). It also supports protection and authentication of directory queries and responses through SSL encryption.

Microsoft provides an LDAP v3-compliant directory through Microsoft Active Directory from Microsoft Windows 2000. All the features mentioned above are already built into the Microsoft Windows 2000 operating system.

Oracle Enterprise Security Manager

Oracle Enterprise Security Manager is the graphical user interface used to centrally administer enterprise users and enterprise roles in an LDAP directory. Database administrators can use this tool to perform a variety of tasks, including the following:

· Create new enterprise domains.


· Assign enrolled users and published databases in an enterprise domain.


· Authorize enterprise roles on databases in the enterprise domain for the identities within the enterprise domain. It lets you store and retrieve roles from Oracle Internet Directory if the roles support LDAP. It may also enable you to store roles in other LDAP v3-compliant directory servers if they can support the installation of the Oracle schema and related Access Control Lists.

Oracle Enterprise Security Manager launches out of Oracle Enterprise Manager. It scales to tens of thousands of users, and enables you to manage thousands of databases in various domains, as well as the users who connect to the databases.

Microsoft provides the same functionality through Microsoft Active Directory.

Microsoft® SQL Server 2000 provides its PKI services (and a host of other security features) through the operating system. If you are already utilizing the Microsoft( Windows( 2000, chances are you already have a PKI architecture in place. This is a huge administrative and budgetary benefit—the presence of an architecture utilizing already-learned concepts. PKI services, therefore, leave Microsoft SQL Server 2000 to do what it does best: manage enterprise data. This, without the additional load of functionality present in Oracle Advance Security. Oracle needs to provide separate modules for each feature, for currently it is unable to provide operating system-specific optimization for integrated support, needing, as it does, to cater for a large number of platforms.
Data Encryption

Microsoft® SQL Server 2000 and Oracle®9i™ Database provide a number of encryption technologies. The first level is at the database itself.

Oracle9i Database provides a PL/SQL package to encrypt and decrypt stored data.  The package, DBMS_OBFUSCATION_TOOLKIT, supports bulk data encryption using the Data Encryption Standard (DES) algorithm, and includes procedures to encrypt and decrypt using DES.

In addition to single DES, Oracle’s DBMS_OBFUSCATION_TOOLKIT supports triple DES (3DES) encryption, in both two and three key modes, for those who demand the strongest commercial available level of encryption. The toolkit also supports the MD5 secure cryptographic hash to ensure data integrity, and a random number generator for generating secure encryption keys.

Microsoft does not have this feature natively. Instead, this capability is provided through third party products such as Secure.Data from Protegrity. This product can be tightly integrated with the system and includes all the necessary management and monitoring tools.

Oracle9i Database supports row level access through Virtual Private Database. Let’s look at how it works.

The Virtual Private Database is enabled by associating one or more security policies with tables or views. Direct or indirect access to a table with an attached security policy causes the database to consult a function implementing the policy. The policy function returns an access condition known as a predicate (a WHERE clause) that the database appends to the user’s SQL statement, thus dynamically modifying the user’s data access.

You can implement VPD by writing a stored procedure to append a SQL predicate to each SQL statement to control row level access for that statement. For example, if John Doe (who belongs to Department 10) inputs the statement SELECT * FROM emp, you can use VPD to tack on the clause WHERE DEPT = 10. In this way query modification is used to restrict data access to certain rows.

A secure application context enables access conditions to be based on virtually any attributes an application deems significant, such as organization, cost center, account number, or position. For example, a Web order entry system can enforce access based on customer number, and whether the user is a customer or a sales representative. In this way, customers can view their order status online (but only for their own orders), while sales representatives can view multiple orders, but only for their own customers.

The Virtual Private Database ensures that, no matter how a user gets to the data (through an application, a report writing tool, or SQL*Plus), the same strong access control policy is enforced. In this way, VPD can help banks ensure that customers see their own accounts (and nobody else’s), that telecommunication firms can keep customer records safely segregated, and that human resources applications can support their complex rules of data access to employee records.

Microsoft® SQL Server 2000 provides Virtual Private Database functionality through third party providers using iVPD from Protegrity.

An important aspect to securing data is over the network. Oracle®9i™ Database provides the capability of securing data over the network through Oracle Net Services with conjunction of Oracle Advance Security. This is an additional option and has a cost associated to the required functionality for licenses.

Microsoft SQL Server 2000 provides data encryption over the network by selecting the multi-protocol encryption option in the network libraries at the client and server included with the program.

Summary

In this section we have seen how Microsoft® SQL Server 2000 and Oracle®9i™ Database secure access to their products, and that Microsoft SQL Server 2000 has a tighter integration with the Microsoft( Windows( operating system. Both products support the usage of roles for group access management, as well as application roles to provide streamline access for applications.

To provide unified single sign on can be a difficult task to master. One main factor is where the user accounts are stored. If you already have a Microsoft( Windows( 2000 Active Directory(, extending the user authentication services to Microsoft SQL Server 2000 is a much easier task than it would be to extend user authentication services to Oracle9i Database.  This is because the Active Directory schema already contains Microsoft SQL Server 2000 classes defined: it is as simple as registering the Microsoft SQL Server 2000 service in Microsoft Active Directory.

The purchase of the Oracle Advance Security licensing requirements is required, if you want Oracle9i Database to take advantage of Microsoft Active Directory, PKI, LDAP or other advanced security features discussed in this section. The Oracle Advance Security feature is designed to work only with Oracle9i Database Enterprise Edition and must be purchased separately from the original database package.

You may have an requirement to encrypt data within the database, to allow only certain data to be displayed by multiple users via virtual private databases, and then to secure the network communication from the client to the server, and vice versa.  Microsoft SQL Server 2000 and Oracle9i Database provide this functionality though the execution differs.

Interoperability

In today’s corporate environment there is the need to centralize data access to improve corporate decision-making. However, data may be stored in a variety of formats and in different locations. The ability to import and export data addresses a vital business need; that is, the ability to extract, modify, and consolidate data from disparate sources into single or multiple destinations. This section contrasts the different tools and technologies available from Microsoft® SQL Server 2000 and Oracle®9i™ Database, and how they allow a unified and simple approach.

Overall Comparison

Microsoft SQL Server 2000 and Oracle9i Database, both have a number of tools and technologies to address different data manipulation needs.  You might need a type of data that is exported and imported, knowledge of the source from whence the data was issued, and the location to which the data is going. An example of this would be extracting/exporting data from a mainframe and importing the data to a Microsoft SQL Server 2000 database.

One such tool from Microsoft SQL Server 2000 is Microsoft Data Transformation Services (DTS) Oracle9i Database has the Oracle9i Database Export/Import Utility.

These two tools for each product have a similar role: to allow the transfer of a database from one server instance to another on the same physical server, or across the network to multiple database servers.

There are considerable differences between the tools in the way they provide this level of functionality. Microsoft DTS provides both a graphical interactive interface and powerful scripting capabilities for all exporting and importing tasks in a unified tool. Oracle9i Database provides the same functionality through the command line interface, which may have graphical interface when input information is required during the data process, e.g. graphic prompts for data parameters if the task is importing or exporting.

What is also interesting is that the Import and Export utilities provided from Oracle9i Database are the only tools that maybe used to transfer from one database to another database in native format, and only with Oracle databases. That is, if you use the Export utility to export the data out of a database, then only the Import utility may be used to import data into an Oracle database.

Microsoft DTS does not have this limitation; it has the ability to connect to different data sources for exporting and importing using OLE DB or ODBC providers.  Therefore, if a data source has an OLE DB provider and the provider is registered with Microsoft DTS, the data maybe exported and imported between the supported data sources.

Microsoft DTS provides a package designer graphical window whereby a transformation package can be built by simply dragging and dropping in different tasks and data sources to create the type of data transfer to take place.

Microsoft DTS can also conduct additional activities that are not found in the Oracle Export/Import utilities, these include:

· Importing and exporting data from generic sources.
DTS can import data from a text file, ODBC or an OLE DB data source (for example, a Microsoft Access 2000 database) into SQL Server. Alternatively, data can be exported from SQL Server to similar data destinations (for example, a Microsoft Excel 2000 spreadsheet). DTS also allows high-speed data loading from text files into SQL Server tables.

· Transforming data.
DTS Designer includes a Transform Data task that allows you to select data from a data source connection, map the columns of data to a set of transformations, and send the transformed data to a destination connection. DTS Designer also includes a Data Driven Query task that allows you to map data to parameterized queries. Conditional processing is easily incorporated into a transformation package allowing the package to traverse different execution paths depending on the data that comes through the package.

· Copying database objects.
With DTS, you can transfer indexes, views, logins, stored procedures, triggers, rules, defaults, constraints, and user-defined data types in addition to the data. In addition, you can generate the scripts to copy the database objects.

· Sending and receiving messages to and from other users and packages.
DTS includes a Send Mail task that allows you to send an email if a package step succeeds or fails. DTS also includes an Execute Package task that allows one package to run another as a package step, and a Message Queue task that allows you to use Message Queuing to send and receive messages between packages.

· Executing a set of Transact-SQL statements or Microsoft ActiveX® scripts against a data source. The Execute SQL and ActiveX Script tasks allow you to write your own SQL statements and scripting code and execute them as a step in a package workflow.

Because DTS is based on an extensible COM model, you can create your own custom tasks. You can integrate custom tasks into the user interface of DTS Designer and save them as part of the DTS object model. You can also copy the saved packages to be used on other servers.

Security is also very different from Microsoft DTS compared to the Oracle Export/Import utilities. Microsoft DTS provides security for the creator of the packages through the use of a secure password. This allows the modification of the package; the package once created, is opened by using the required password. The creator of the package can then allow a user to execute the package through the use of a password if necessary. If a password is not used for a user, then any user that has access to the package may execute it.

From accessing the database object point of view, both Microsoft DTS and Oracle9i Database need to provide authentication to the data sources as part of the exporting and importing process. Oracle9i Database Export and Import require the use of user and password at the time of execution for exporting and importing of the data. Microsoft DTS can encapsulate this functionality within the package or require the user to enter a valid userid/password at runtime. In this way, you may setup packages so that the user who is executing the package does not need to know the source and destination usernames and passwords. All they have to do is execute the package. You are also able to restrict execution privileges by setting a password.

Microsoft DTS is more than simply exporting and importing data to and from a database:  Microsoft DTS provides connectivity to different data sources, and allows the control of the data exporting and importing process through tasks, so that subsequent action can be taken if the tasks succeed or fail. The Microsoft DTS packages can by used outside the Microsoft® SQL Server 2000 environment through the use of COM development and can be included in custom applications. This option isn’t available with Oracle9i Database Export and Import utility.

If this level of functionality is not required and all that is required is to import or export data from large files, then both Microsoft® SQL Server 2000 and Oracle®9i™ Database have an additional utility that can perform this process. Note however, that the utilities describe earlier can still fulfill this purpose.

Microsoft SQL Server 2000 has a command line utility called the Bulk Copy Program or BCP for short, this utility similar to SQL*Loader from Oracle9i Database.

The BCP command prompt utility copies Microsoft SQL Server 2000 data to or from a data file. It is used most frequently to transfer large volumes of data into a SQL Server table from another program or another database management system (DBMS), at very high speeds. The data is first exported from the source program to a data file, and then imported from the data file into a SQL Server table using bcp. Alternatively, bcp can be used to transfer data from a SQL Server table to a data file for use in other programs. For example, the data can be copied from an instance of SQL Server into a data file. From there, another program can import the data.

The bcp utility is written using the ODBC bulk copy application programming interface (API). Earlier versions of the bcp utility were written using the DB-Library bulk copy API.

Data can also be transferred into a SQL Server table from a data file using the BULK INSERT statement. However, the BULK INSERT statement cannot bulk copy data from an instance of SQL Server to a data file. The BULK INSERT statement allows you to bulk copy data to an instance of SQL Server using the functionality of the bcp utility with a Transact-SQL statement, rather than from the command prompt. This provides added flexibility in your choice of data loading options.

It is also possible to write programs to bulk copy SQL Server data to or from a data file using the bulk copy API. The bulk copy API can be used in ODBC, OLE DB, SQL-DMO, and DB-Library-based applications.

Oracle9i SQL*Loader provides similar functionality through the use of case studies. These case studies are templates called upon by SQL*Loader.

Microsoft views the BCP as additional utility for importing and exporting data from flat files. Microsoft DTS can also provide this functionality; however BCP is provided for simple, high-speed import/export tasks. Oracle9i Database benefit from the functionality which t provides access to different data sources for exporting and importing. Currently, the Oracle9i Database Export and Import utility is designed to import and export data from Oracle9i Databases only.

Creating a Removable Database

Another aspect of using databases is for a read-only environment, and being able ship the database as a read-only database to different servers.

In Microsoft® SQL Server 2000, you can create a database for read-only purposes that can be distributed by way of removable media, such as CD-ROM. This can be useful for distributing large databases containing history data, a database containing detailed sales data for the last year, or product catalogs.

To create a removable media database, you create the database using the sp_create_removable system stored procedure rather than using SQL Server Enterprise Manager or the CREATE DATABASE statement.

The sp_create_removable system stored procedure creates three or more files: 

· One file containing the system tables.

· One file containing the transaction log.

· One or more files containing the data tables. 

Although the database itself is likely to remain on the read-only media, such as CD-ROM, the system tables and transaction log are placed in separate files on writable media so that management tasks can be accomplished, such as adding users to the database, granting permissions, and so on.

A database can use multiple removable media devices. However, all media must be available simultaneously. For example, if a database uses three compact discs, then the system must have three CD-ROM drives and have all discs available when the database is used.

After the database has been created, you can use the sp_certify_removable system stored procedure to ensure that the database is configured properly for distribution on removable media. If the database is configured correctly, the database is placed offline, allowing the files to be copied to the removable media. By placing the database offline, users are prevented from accessing the database, and no modifications to the database can be made until the database is placed online again. 

After the files have been distributed on removable media, the database can be made available by attaching the files to a different instance of SQL Server by a simple T-SQL command or via the SQL Server Enterprise Manager.

Oracle®9i™ Database provides the transportable tablespaces feature that enables movement of tablespaces from one Oracle database into another. You can use transportable tablespaces to move domain index data as an alternative to exporting and importing it. 

Moving data using transportable tablespaces can be much faster than performing either an export/import or unload/load of the data because transporting a tablespace only requires copying datafiles and integrating tablespace structural information. Also, you do not need to rebuild the index afterwards like you do when loading or importing.

Heterogeneous Replication 

Microsoft® SQL Server 2000 has the ability to connect to and transfer data from other heterogeneous data sources by providing several methods for implementing and administering replication, including SQL Server Enterprise Manager, programming interfaces, and other Microsoft Windows components.

SQL Server Enterprise Manager includes a graphical organization of replication objects, several wizards, and dialog boxes you can use to simplify the configuration and administration of replication. SQL Server Enterprise Manager allows you to view and modify the properties of replication configuration, and monitor and troubleshoot replication activity.

You can also implement, monitor, and maintain replication using programming interfaces such as Microsoft ActiveX controls for replication, SQL-DMO, and scripting of T-SQL system stored procedures. Note that replication setup using the Replication Wizard can be exported to scripts for modification or distribution.

Components such as Windows Synchronization Manager and Active Directory( Services enable you to synchronize data, subscribe to publications, and organize and access replication objects from within Windows applications

Microsoft® SQL Server 2000 supports publishing to heterogeneous data sources that provide 32-bit ODBC or OLE DB drivers on Microsoft Windows 2000, Microsoft Windows NT 4.0 and Microsoft Windows 98. Heterogeneous Subscribers to SQL Server include: 

· Microsoft( Access databases.

· Oracle( databases.

· Other databases on heterogeneous Subscribers that comply with SQL Server ODBC or OLE DB Subscriber requirements.

The simplest way to publish data to a heterogeneous Subscriber is by using ODBC and creating a push subscription from the Publisher to the ODBC Subscriber. As an alternative, you can create a publication and then create an application with an embedded distribution control. The embedded control implements the pull subscription from the Subscriber to the Publisher. For ODBC Subscribers, the subscribing database has no administrative capabilities regarding the replication being performed. 

The ODBC drivers can use ODBC/OLE DB Driver Support.OLE DB providers for various heterogeneous data sources are included on the Microsoft SQL Server 2000 CD.

Stored Procedures That Support Replication to Heterogeneous Subscribers

Microsoft® SQL Server 2000 provides the following stored procedures and extended stored procedures to support replication to ODBC Subscribers.

	Procedure
	Description

	sp_enumdsn
	Reports all defined ODBC DSNs for a server running under a specific Windows NT 4.0 or Windows 2000 user account.

	sp_dsninfo
	Retrieves ODBC DSN information from the replication Distributor associated with the current server, if replication is installed.


Microsoft SQL Server 2000 Enterprise Manager (the recommended tool) uses these stored procedures automatically to set up replication to ODBC Subscribers. Use these stored procedures directly only if you are not using SQL Server Enterprise Manager.

Replication Restrictions for Heterogeneous Subscribers

The following restrictions apply to replication to heterogeneous Subscribers: 

· Tables replicated to heterogeneous Subscribers will adopt the table naming conventions of the heterogeneous data source.

· Schema files that create tables at the Subscriber do not include quotation marks around table names, and the new table name is dependent on the behavior of the heterogeneous Subscriber on which they are created. For example, if you have a Subscriber running Oracle, and a table is created on Oracle without quotation marks around the table name, it will default to an uppercase table name on the Oracle server. If you specify the name Shipper in the article properties, it will become SHIPPER on the Oracle Subscriber.

· Transactions applied to the heterogeneous Subscriber using the Distribution Agent do have quotation marks around table names.

· Batched statements to ODBC Subscribers are not supported (because the distribution task commit batch size option is ignored).

· The ODBC DSN must conform to Microsoft SQL Server 2000 naming conventions (because the DSN is stored in the sysservers table).

· The publication option to truncate before synchronization is not supported if the ODBC DSN is not a SQL Server DSN. ODBC Subscribers are not allowed to subscribe to publications that have this option selected.

· The quoted identifier character on the target server (as reported by the ODBC driver) is used.

· The character format bulk copy method must be selected for synchronization (using the Create Publication Wizard on the publication property dialog box). ODBC Subscribers cannot subscribe to publications that have selected the native format bulk copy method for synchronization.

· Only NULL, NOT NULL, IDENTITY, and the constraint PRIMARY KEY for CREATE TABLE are supported for all heterogeneous Subscribers. Therefore, Microsoft SQL Server 2000 does not support adding articles to a publication after a subscription has been created for a heterogeneous Subscriber. Each time an article is added or deleted from the publication, the subscription must be reinitialized. 

Oracle®9i™ Database Replication does not provide this type of native functionality, however could be developed using the OLEDB provider from Oracle9i Database.

Microsoft® SQL Server 2000 uses replication as a mechanism to move data to other data sources than Microsoft SQL Server 2000 by utilizing the Microsoft SQL Server 2000 Enterprise Manager administrative tool. Full monitoring facilities are available for this type of replication as is available for conventional replication.

XML Support for writing and reading data

In environments that require the use of XML, both Microsoft® SQL Server 2000 and Oracle®9i™ Database support XML through the use of SQL clauses or packages. Developers can also utilize XML parsers, to provide a greater manipulation of the XML data.

XML for SQL Server, also known as SQLXML, enables developers to bridge the gap between Extensible Markup Language (XML) and relational data. You can create XML views of your existing relational data and work with it as if it were an XML file. SQLXML is your solution if you need to: 

· Query relational data with XPath. 

· Query relational data with Transact-SQL and return XML results. 

· Update relational data as if it were XML. 

· Load very large XML files into an existing Microsoft SQL Server 2000 database, converting them to relational data. 

· Query your SQL Server data by using URLs from your Web browser or Web application. 

· Access SQL Server XML functionality with OLE DB, Microsoft ActiveX® Data Objects (ADO), or Microsoft .NET Managed Classes. 

Within Microsoft® SQL Server 2000 you can execute SQL queries to return results as XML rather than standard rowsets. These queries can be executed directly or from within stored procedures. To retrieve results directly, you use the FOR XML clause of the SELECT statement, and within the FOR XML clause you specify an XML mode: RAW, AUTO, or EXPLICIT. Additional tools are also available with Microsoft SQL Server 2000 as free Web including support for XSD Mapping Schemas, client-side “FOR XML” functionality, SQLXML OLE DB provider and more. With SQLXML 3.0, you can also expose your stored procedures and XML templates as Web services.

Oracle®9i™ Database provides the same functionality through the PL/SQL DBMS_XMLGEN package. The DBMS_XMLGEN is a package to convert the results of SQL queries to a canonical XML format. The package takes in any arbitrary SQL queries and converts them into the XML format and returns the result as a CLOB.

The package is similar to the DBMS_XMLQuery package, except that it is written in C and compiled into the kernel. This package may only be run on the database.

Oracle9i Database also has an XML datatype to store data in XML format but at this time, application is limited. Apart from this limited application, Oracle9i Database does not provide much functionality for the DBA or the developers in making relational data more accessible in XML format and vice-versa, or providing a better bridge between relational and XML data.

Heterogeneous Queries

Microsoft® SQL Server 2000 provides the ability to connect to heterogeneous data sources and perform queries natively within Microsoft SQL Server 2000. There are two ways to perform this depending on the type of relationship that needs to be made. The use of a linked server is a more permanent connection, as it requires the registration of an OLEDB provider, while ad-hoc queries can be done using the OPENROWSET and OPENDATASOURCE statements.

A linked server configuration allows Microsoft SQL Server 2000 to execute commands against OLE DB data sources on different servers. Linked servers offer these advantages:

· Remote server access.

· The ability to issue distributed queries, updates, commands, and transactions on heterogeneous data sources across the enterprise.

· The ability to address diverse data sources similarly.

· Masking of the remote datasource from users/developer so that they may view the remote data.

An ad hoc name is used for infrequent queries against OLE DB data sources that are not defined as a linked server name. In Microsoft SQL Server 2000, the OPENROWSET and OPENDATASOURCE functions provide connection information for accessing data from OLE DB data sources.

OPENROWSET and OPENDATASOURCE should be used only to reference OLE DB data sources that are accessed infrequently. For any data sources that will be accessed more than a few times, define a linked server as this reduces the overhead required in setting up remote connectivity on the fly. Neither OPENDATASOURCE nor OPENROWSET provide all of the functionality of linked server definitions, including security management and the ability to query catalog information. Each time these functions are called, all connection information, including passwords, must be provided.

OPENROWSET and OPENDATASOURCE appear to be functions; however, they are macros and do not support supplying Transact-SQL variables as arguments.  The OPENROWSET function can be used with any OLE DB provider that returns a rowset, and can be used anywhere a table or view reference is used in a Transact-SQL statement. OPENROWSET is specified with:

· All the information needed to connect to the OLE DB data source.

· Either the name of an object that will generate a rowset, or a query that will generate a rowset. 

Microsoft® SQL Server 2000 provides the configuration of linked servers through the administrative tool Microsoft SQL Server 2000 Enterprise Manager via a simple-to-use wizard.

Oracle®9i™ Database can provide this functionality through the use of PL/SQL packages and Oracle supplied java packages. But extensive programming is required to achieve the same level of functionality, and this does not provide an easy way to configure graphical interface, apart from using Net Services.

Summary

When the need arises to connect to other data sources other than their own native one, Microsoft® SQL Server 2000 provides this capability and more. While Oracle®9i™ Database provides a minimal capability, it is not without some programming required to provide the necessary extensions. Microsoft SQL Server 2000 also allows the configuration to be carried out through the graphical administrative tool, Microsoft SQL Server 2000 Enterprise Manager. Oracle9i Database does not have this functionality.

Manageability

Overall Comparison

Management of a database server can be an easy task if it is only a single server environment. The challenge is to see how to manage multiple database servers in a single or multi- placement environment. We will compare Microsoft SQL Server and Oracle9i Database's administrative tools, and the integration of the directory service such as Active Directory or LDAP (using Oracle Internet Directory).

When looking at administrating multiple servers, the first task is to provide a centralized graphical administrative tool. The first stage to having access to multiple servers, and to administer them through Microsoft® SQL Server 2000 and Oracle9i Database, is to register the presence of the server so the administrative tool can gain access to the registered server’s functionality.

 In Microsoft SQL Server 2000 Enterprise Manager this step can be achieved by using the Server Registration Wizard or by selecting the server group, and right mouse click to select the register server option. The server name can then be typed in if the server name is not advertised in the list of available servers, as well as the authentication type. This can be integrated or mixed.

If the server is registered in Microsoft SQL Server 2000 Enterprise Manager but the user does not have the necessary privileges, then drilldown into Microsoft SQL Server 2000 functionality and objects is not permitted.

Oracle®9i™ Database provides similar functionality but there is an initial step required before registering the server.  This step is to ensure that the listener on the administrative client knows the server name via a hostname, fully qualified domain name, or IP address and port. This information is required to get access to the server via net services.

The next step for Oracle9i Database is to register the server inside Oracle9i Database Enterprise Manager. After this step, necessary userID and password must be supplied, and whether the user is a sysopr or sysadm. After this information is provided, there are no other restrictions in place. Oracle9i Database provides the capability to manage multiple servers that are registered through the management server. To achieve this level of functionality requires the creation of a repository for the management server to store the necessary Oracle9i Database information.

Both Microsoft® SQL Server 2000 and Oracle®9i™ Database provide the capability to place registered servers in groups, which allow servers to be located based on function and geographic location.

Microsoft® SQL Server 2000 provides the capability to store server registration in a central server registry. At that point, no matter what machine the DBA is logged on, the DBA can access the same list of registered servers.

Oracle9i Database can provide this functionality using Oracle Security Manager, and using a directory service such as LDAP. This feature is an advance security feature for Oracle9i Database Enterprise Edition.

The ability to track changes to a database is an important part to managing database servers. 

Microsoft SQL Server 2000 provides a central data store, called Microsoft SQL Server 2000 Meta Data Services. These are a set of services that allow you to manage meta data. Using Microsoft Meta Data Services requires understanding meta data characteristics. Meta data describes the structure and meaning of data, as well as the structure and meaning of applications and processes. It is important to remember that meta data is abstract, has a context, and can be used for multiple purposes in a development environment.

Using Meta Data Services provides the ability to monitor a database context, and the creation of objects, including the version information associated with the object (e.g. creator, modifier, etc.).

Oracle9i Database provides similar capability through using additional functionality from the Oracle9i Database Change Management pack (OCMP), an optional component for the database. To achieve the same process as Microsoft Meta Data Services, OCMP requires the initial creation of a baseline, and subsequent comparisons.

Oracle9i Database also provides the ability to interrogate the redo logs using a tool called log tracker. Microsoft SQL Server 2000 does not have this functionality due to the log being a physical log verses a logical log for recording data modifications such as INSERT, UPDATE, and DELETE.

Microsoft SQL Server 2000 can be registered into the Active Directory to provide a central registry of Microsoft SQL Server 2000 servers. The actual class objects are automatically part of the Microsoft Active Directory schema, so no extensions to the schema are required. Oracle9i Database needs the support of a directory service such as Active Directory or LDAP. Access to the directory service for Oracle9i Database is provided by Oracle Internet Directory, which is an add-on component to Oracle9i Enterprise Edition.

Manageability in this section so far has looked at management capabilities of the database server. Another important part of manageability is at the client end. For Microsoft® SQL Server 2000, this capability is provided by Net-Libraries.

The client Net-Libraries are installed during SQL Server Setup. You define which client Net-Libraries are used to connect to particular instances of SQL Server using the Client Network Utility. You can specify a default Net-Library for all connections and also define the use of specific Net-Libraries for connecting to specific instances of SQL Server. TCP/IP is the default protocol on clients running the Microsoft Windows NT 4.0, Windows 2000, Windows 95, or Windows 98 operating system.

SQL Server can be listening simultaneously on any combination of server Net-Libraries. The required libraries can be activated during setup or via the SQL Server Network Library Configuration tool. 

For computers running Microsoft Windows NT 4.0 or Windows 2000, the default server Net-Libraries are: 

· TCP/IP Sockets.

· Named Pipes. 

For computers running Windows 98, the default server Net-Libraries are: 

· TCP/IP Sockets.

· Shared Memory. 

When you install SQL Server client utilities on a workstation, SQL Server Setup installs TCP/IP as the default client protocol.  If most of the servers to which you will be connecting are not configured to support the current default client protocol, you can change the default to another protocol.

To apply the same connectivity in an Oracle9i Database environment using Net Services is not an easy process. A listener needs to be defined on the database server, and then the client utilities can be installed on the client. Next, the Oracle9i Database Net Services Assistant must be executed to map the Net Services name to a connect descriptor. This connect descriptor will include an IP address or hostname, port, TCP/IP as the protocol (the default).

It is interesting that both Microsoft SQL Server 2000 and Oracle9i Database can access multiple instances, via the name and instance. For Microsoft SQL Server 2000, access to a named instance is in the following format: <computername>\<instancename>, while for Oracle9i Database it is by the <databasename>. (This <databasename> could be the SID--either the same as the database name, or something different).

Administering these clients can be a difficult task as the modification of database server access is conducted at the client level.

Automating the database server installation can be an important task for the DBA in an enterprise environment, and being able to automate the database server installation to have identical parameters for each server--except for the server name--saves time, effort and reduces chances of errors. Another aspect, apart for automation, is providing the installation process without the need for user input.

Microsoft® SQL Server 2000 provides the capability to walk through the entire install process without installing the server, but to create an installation script, which can then be used to provide a silent and automated installation. The script is easily transportable to be used for any new sites.

Oracle9i Database provides the capability to automate a silent installation for an Oracle9i Database, but not to the extent that Microsoft SQL Server 2000 can, nor is the process as simple. Oracle9i Database creation for automated silent installation requires the modification of a template, called the response file format. This file contains a number of headings that may need to be changed, which requires a thorough understanding of the components to be added. 

The burden of manageability can be lessened by the use of wizards. Wizards were first introduced by Microsoft in SQL Server( 6.0 and have undergone tremendous improvements and extension since then. Oracle has recently adopted wizards as part of its administration feature. Wizards allow difficult tasks to be broken into manageable stages. Oracle9i Database provides core database task wizards, such as:

· Analyze Wizard: The Analyze Wizard allows you to: collect statistics about the objects and store them in the data dictionary; delete statistics about the objects from the data dictionary; validate the structure of the objects; and identify migrated and continued rows of tables or clusters.

· Backup and Recovery Management Wizards: The Backup and Recovery wizards are also available to help you back up or restore and recover various objects such as the database, datafiles, and tablespaces. The Backup Wizard also allows you to make an image copy of the datafiles and the current controlfile.

· Create Table Wizard: The Create Table Wizard facilitates the creation of a table.

· Create Cube Wizard: The Create Cube Wizard helps you build a cube object. Cubes represent multidimensional data stored in your data warehouse fact tables.

· Data Management Wizards (Import/Export/Load): Oracle Data management wizards automate the transfer of data to and from an Oracle database.

· Dimension Creation Wizard: The Create Dimension Wizard will help you build a dimension object. Dimensions represent columns in your data warehouse dimension tables as levels and attributes. Dimensions typically define hierarchical relationships between their levels.

· Resource Plan Wizard: The Resource Plan Wizard helps you group user sessions that have similar processing and resource usage requirements, and allocate resources among the consumer groups.

· Summary Advisor Wizard: The Summary Advisor Wizard provides advice as to which materialized views should be created, dropped, or retained.

· View Wizard: The View Wizard facilitates the creation of a view, a tailored presentation of the data contained in one or more tables (or other views).

Microsoft® SQL Server 2000 provides the similar wizards to those above, plus:

· Replication Wizards: The Replication wizards provide the capability to set up replication roles, and replication methods of distribution, include method of replication initiation, such as push or pull replication.

· Database Object wizards: The Database Object wizards provide the creation of databases, indexes, views, user logins, and stored procedures.

· Full-text Indexing Wizard: The Full-text Indexing Wizard helps users quickly setup a table to enable Full-text search against the table.

· Additional Management wizards: Additional Management wizard tasks include creating alerts, creating custom maintenance jobs, and creating comprehensive database maintenance plans.

· Web Assistant Wizard: The Web Assistant Wizard allows DBAs to quickly publish data from SQL Server directly to the Web with provisions for scheduled refreshes depending on user requirements

Microsoft SQL Server 2000 also provides easy accessibility for wizards through the Microsoft SQL Server 2000 snap-in with the Microsoft Management Console (MMC), by selecting wizards through the menu within the MMC.

Automatic tuning functionality is provided by default with Microsoft SQL Server 2000. As a database is created, data is imported, and accessed through transactions such as INSERT, UPDATE, DELETE, and SELECT, these activities monitored automatically by Microsoft SQL Server 2000 and is tuned appropriately.

Oracle9i Database supports automatic tuning as well; however, it needs to be turned on (off by default) and requires some level of manual effort to complete the tuning process.

Other automatic tuning capabilities include the ability to automatically grow the database when required. Both Microsoft® SQL Server 2000 and Oracle9i Database provide this. Another option for automatic tuning is auto-shrink on a database. Microsoft SQL Server 2000 does this extremely well in comparison to Oracle9i Database. Oracle9i Database’s auto-shrink feature does not provide an efficient method of shrinking the database due to a weak algorithm and non-standard block sizing. This can be hindered by the data that exist in a block that needs to be reduced.

Summary

Both Microsoft SQL Server 2000 and Oracle9i Database provide some great manageability features for maintaining multiple database servers. 

Microsoft SQL Server 2000 however goes a level beyond Oracle9i Database by providing more wizards. Microsoft SQL Server 2000 is equipped to handle the management of multiple database servers, unlike Oracle9i Database, which requires the creation of a management server database.

Tuning can always be a difficult task, and Microsoft SQL Server 2000 provides auto-tuning capabilities as soon the products and database is installed.  Oracle9i Database requires the automatic tuning parameter to be enabled. It also has several caveats when enabled, so DBAs need to be aware of them or they will run the risk of negatively impacting the performance of their database(s).

Programmability

Overall Comparison

In database products, all database vendors attempt to adhere to a standard that includes such things as referential integrity, and the use of tables and views.

Both vendors provide the capability to support additional functionality, including partitioning the views (which could be locally accessing tables from a local Microsoft® SQL Server 2000), and remotely combining tables from a number of physical servers as their respective database.

Oracle®9i™ Database provides the capability to extend views by using the Oracle object-relational database aspects, i.e. using object views to let you retrieve, update, insert, and delete relational data as if they were stored as object types. You can also define views with columns that are object datatypes, such as objects, REFs, and collections (nested tables and VARRAYs).

Both Microsoft SQL Server 2000 and Oracle9i Database support the use of INSTEAD OF triggers as well.

The creation of object type hierarchies is possible because Oracle9i Database has basic objects support. Type hierarchies are developed by creating an object type that itself can be a subtype of an already existing object type. A single inheritance model is supported: the subtype can be derived from only one parent type. A type inherits all the attributes and methods of its direct supertype. It can add new attributes and methods, and it can override any of the inherited methods.

Microsoft SQL Server 2000 does not support the notion of type hierarchies.

The creation of database objects through programmability usually requires some sort of duplication or running record of the database objects created. Microsoft SQL Server 2000 has the ability to create database scripts, which can contain a selected list of objects such as tables, views, stored procedures, and many more. Oracle9i Database does not provide this level of functionality apart from using the Exporting utility.

Microsoft SQL Server 2000 provides a functional utility towards manageability called Microsoft Query Analyzer which provides the portal to create databases and their objects, as well as to get data into the database, using INSERT, and to modify, delete data using UPDATE, and DELETE. Oracle9i Database has a similar utility called Oracle SQL*Plus. This utility can provide the same functionality as Microsoft Query Analyzer except database creation. Microsoft has included advanced database objects navigation capabilities in this tool. Users are allowed to drill through a navigation pane of different database objects present in user's database, as well as the server in general. The objects are also grouped together by type, such as tables, views, etc. Microsoft Query Analyzer provides the option to create new database objects by first providing a template. The database user is then able to simply provide an object name, and then add the relevant SQL code to complete the required functionality.

Oracle9i Database does not have this ability. SQL*Plus has not changed in design since early versions of Oracle so it remains an elementary online query tool. There is, however, a version called iSQL*Plus which runs on the Web. Microsoft SQL Server 2000 does not have a Web version of its Query Analyzer tool but it does support direct queries via http.

Another important part of programming SQL statements is the ability to analyze the current statements and debug them if something does go wrong.

Oracle9i Database has the DBMS_DEBUG API, first provided with Oracle8i. This implements server-side debuggers, and provides a way to debug server-side PL/SQL program units. Several of the debuggers currently available, such as Oracle Procedure Builder and various third party vendor solutions, use this API.

Oracle Procedure Builder is an advanced client-server debugger that transparently debugs your database applications. It lets you run PL/SQL procedures and triggers in a controlled debugging environment. You can set breakpoints, list the values of variables, and perform other debugging tasks. Oracle Procedure Builder is part of the Oracle Developer tool set--another optional component that users can purchase.

Microsoft SQL Server2000 provides a tool that is called the T-SQL debugger, which is integrated Microsoft Query Analyzer.

Outside the realm of traditional SQL statements are the development libraries and APIs which provide the necessary development communication from the client to the server.

Microsoft has standardized its data access strategy under an umbrella of technologies called Universal Data Access (UDA). UDA is made up of a series of APIs starting with OLE DB, which provides the necessary grammar support to the server--in this case Microsoft® SQL Server 2000. OLE DB has a plug-in nature to its development, i.e. there are consumers and providers. Providers can be developed by third parties, while consumers are usually made available by the database vendor. Microsoft includes a number of providers to allow the communication to Oracle databases, Microsoft Access, and many more. Third party providers are available for legacy systems like IBM DB2 on the mainframe and AS/400, and various other enterprise databases in the industry.

OLE DB is a low level API usually requiring extensive knowledge of SQL grammar. To provide a friendlier interface for the average developer, Microsoft provides a layer of abstraction using ActiveX Data Objects (ADO) that exposes various methods used by developers to access data. ADO has gained significant popularity due to its easy-to-understand object model and high performance.

With ADO, command objects can used to send SQL statement strings, with parameters if necessary, directly to the database server. The capability to create a recordset based on the returned data, to then modify the data and send it back to the database server very easily, is native to ADO. There is also provision for error trapping to provide detailed error information if an exception arises, and to take the necessary action, e.g. if ADO cannot connect to a database.

Oracle9i Database uses JDBC, which is very much like ODBC, but for Java. This could become a difficult task if JDBC is not available for the database you are about to migrate to Oracle9i Database, or the database from which you wish to share data. Microsoft SQL Server 2000 can also use both JDBC and ODBC if the need arises, however OLE DB in most cases is considerably faster in data access.

Oracle9i Database provides the ability to use SQL. Essentially, Java hooks into the SQL language. This may prove difficult if the developer is new to Java and its growth relies on the Java language. Microsoft® SQL Server 2000 does not have such a dependency and it supports virtually all major development languages like Microsoft Visual Basic, Microsoft( Visual C++(, Microsoft Visual C#, Centura SQL Windows, and Microfocus COBOL, as long at the development platform can support the industry standard ODBC, OLE DB and JDBC.

Microsoft SQL Server 2000 does not have a heavy reliance on one particular development language, such as Oracle9i Database has on Java. Instead, it provides functionality using standard technologies and extensions to the popular SQL. Therefore, any development language can leverage the XML capabilities within SQL Server with minimal learning, and can easily and efficiently return the output through Web servers such as Microsoft Internet Information Server without having to develop additional code.

Microsoft SQL Server 2000 is ANSI SQL-92 compliant in the respect for supported datatypes, as is Oracle9i Database. There are base datatypes is Microsoft SQL Server 2000. Examples are:

	binary
	Bigint
	bit
	Char
	datetime

	decimal
	Float
	image
	Int
	Money

	nchar
	Ntext
	nvarchar
	Numeric
	Real

	smalldatetime
	smallint
	smallmoney
	sql_variant
	sysname

	text
	timestamp
	tinyint
	varbinary
	varchar

	uniqueidentifier
	 
	 
	
	


Oracle9i Database provides the following built-in datatypes:

· CHAR datatypes

· VARCHAR2 and VARCHAR datatypes

· NCHAR and NVARCHAR2 datatypes

· LONG datatype

· NUMBER datatype

· DATE datatype

· LOB datatypes

· BLOB datatype

· CLOB and NCLOB datatypes

· BFILE datatype

· RAW and LONG RAW datatypes

· ROWID and UROWID datatypes

· Physical Rowids

· Logical Rowids

Microsoft® SQL Server 2000 and Oracle®9i™ Database also provide the ability to create user-defined datatypes. This allows the programmer to easily understand the data type and length of a database.

The handling of multiple updates and deletes can become an interesting issue if they need to cascade when creating and maintaining a database.

Microsoft SQL Server 2000 handles this on two levels: referential integrity constraint and support for cascading.

The REFERENCES clauses of the CREATE TABLE and ALTER TABLE statements support ON DELETE and ON UPDATE clauses:

· [ ON DELETE { CASCADE | NO ACTION } ]

· [ ON UPDATE { CASCADE | NO ACTION } ] 

NO ACTION is the default if ON DELETE or ON UPDATE is not specified. NO ACTION specifies the same behavior that occurs in earlier versions of SQL Server.

ON DELETE NO ACTION

Specifies that if an attempt is made to delete a row with a key referenced by foreign keys in existing rows in other tables, an error is raised and the DELETE is rolled back.

ON UPDATE NO ACTION

Specifies that if an attempt is made to update a key value in a row whose key is referenced by foreign keys in existing rows in other tables, an error is raised and the UPDATE is rolled back.

CASCADE

Allows deletions or updates of key values to cascade through the tables defined to have foreign key relationships that can be traced back to the table on which the modification is performed. CASCADE cannot be specified for any foreign keys or primary keys that have a timestamp column.

ON DELETE CASCADE

Specifies that if an attempt is made to delete a row with a key referenced by foreign keys in existing rows in other tables, all rows containing those foreign keys are also deleted. If cascading referential actions have also been defined on the target tables, the specified cascading actions are also taken for the rows deleted from those tables.

ON UPDATE CASCADE

Specifies that if an attempt is made to update a key value in a row where the key value is referenced by foreign keys in existing rows in other tables, all of the foreign key values are also updated to the new value specified for the key. If cascading referential actions have also been defined on the target tables, the specified cascading actions are also taken for the key values updated in those tables.

Microsoft® SQL Server 2000 could also use the next level of cascading functionality by the use of triggers to cascade changes through related tables in a database. This, however, is resource intensive and is not recommended as it is not an efficient method for enforcing cascading referential integrity.

Oracle®9i™ Database supports referential integrity constraints, but unlike Microsoft SQL Server 2000, Oracle9i Database does not have support for cascading updates. As such, developers need to either manage that at the code level or have the DBA setup triggers to trap such actions. Both have their own issues and neither one is scalable for high transaction volume scenarios.

Microsoft has provided rich support for XML for Microsoft SQL Server 2000, also known as SQLXML. This is a free add-on to licensed Microsoft SQL Server 2000 users, and enables developers to bridge the gap between eXtensible Markup Language (XML) and relational data. You can create XML views of existing relational data and work with it as if it were an XML file. SQLXML is the right solution if the need is to:

· Query relational data with XPath.

· Query relational data with Transact-SQL and return XML results.

· Update relational data as if it were XML.

· Load very large XML files into an existing Microsoft SQL Server 2000 database, converting them to relational data.

· Query the SQL Server data by using URLs from a Web browser or Web application.

· Access SQL Server XML functionality with OLE DB, Microsoft ActiveX Data Objects (ADO).

Microsoft has provided this XML functionality through the use of a number of delivery mechanisms, such as HTTP through Microsoft Internet Information Server, a Web server, and through a SQLXMLOLEDB provider.

Oracle9i Database has support for XML but it is confusing to determine which technology to use where, and what is most appropriate technology to use on the client or the server or both.

Here is a brief list of the Oracle9i Database support for XML. This does not include additional components that are found in the Oracle XML Developers Kit (Oracle XDK).

Oracle9i Database has the following XML support:

· Two core utilities

· Oracle XML SQL Utility (XSU) Java API

· XML SQL Utility (XSU) PL/SQL API

· Three Oracle core java packages

· oracle.xml.parser.v2

· oracle.xml.classgen

· oracle.xml.xsql

· JavaBeans – Transviewer Beans

· oracle.xml.async

· oracle.xml.dbviewer

· oracle.xml.dbviewer.dbviewerbeaninfo

· oracle.xml.srcviewer

· oracle.xml.srcviewer.xmlsourceviewbeaninfo

· oracle.xml.transviewer

· oracle.xml.treeviewer

· Schema Java Package

· oracle.xml.parser.schema

· XML Language Support (C / C++)

· XML parser for C

· XML schema process for C

· XML parser for C++

· Oracle XML class generator (C++)

· XML schema processor for C++

As you can see, it appears that Oracle9i Database XML support is extensive but the reality is that there are many components listed because support is not native within the database; instead it is provided as add-on components to the database. On the other hand, Microsoft® SQL Server 2000 provides all the XML parser, schema, and control of XML data as an integrated component of the database rather than add-on functions. This is based on component object model (COM) technology which makes is access able by any language that supports COM, such as Microsoft Visual Basic, Visual C++, Microfocus COBOL and many more.

Microsoft SQL Server has SQL grammar that is easy to construct using existing SQL statements, without having to learn a new utility. Also, the result is easy passed from the database to a Web server to the browser for viewing the XML document as well as to pass a SQL statement through a URL within a browser with no coding required.

Oracle®9i™ Database achieves the same functionality with the use of Oracle XDK, and additional tools.  A user must have time to learn these tools before they can be productive. Microsoft takes the programmability a step further by integrating with Internet Services Manager, which manages the Internet Information Server (Microsoft’s Web server). A wizard is also provided to allow the creation of virtual directories. With that, schemas, and additional XML information can be stored in a central location.

Additional features found in SQLXML 3.0 that Oracle9i Database does not have are:

· Web Services (SOAP) support – Allows users to expose Microsoft SQL Server 2000 stored procedures and server-side XML schemas as Web services, without writing additional code.

· Improved DiffGram format – supports the new parentId annotation. This annotation establishes parent-child relationships among elements in the DiffGram. SQLXML uses this information when it applies updates.

· Support for XML views using annotated XSD schemas – The creation of XML views of relational data by using annotated XML Schema Definition language (XSD) schemas.

· Support for client-side XML formatting – Apart from processing a XML query such as a rowset on the server, the client can do the processing locally.

· Support for DiffGrams – The DiffGram format is introduced in the DataSet component of the Microsoft .NET framework. Within the .NET Framework, you can create DiffGrams and then use them to modify data in tables in a Microsoft SQL Server 2000 database.

· Support for W3C namespaces – the XML namespace “http://www.w3.org/TR/WD-xsl” is no longer supported. The XSLT namespace “http://www.w3.org/1999/XSL/Transform” version=”1.0” continues to be supported.

There are many other enhancements, such as improved loading of large XML documents, into a relational database in Microsoft® SQL Server 2000.

Summary

XML is really data about data, but to create or modify the XML document can be a tedious task—and even more so if the XML document’s data needs to go into a relational database. We have seen how Oracle®9i™ Database tackles the use of XML with its product Oracle9i Database. This approach includes many add-on options, most of which requires the use of Java programming to produce even simple results. Microsoft SQL Server 2000 has integrated its support for XML within the database engine, providing a highly efficient way of retrieving relational data in XML format and storing XML data in relational format. It also provides a tool to tie the database to a Web server so that other additional XML information may be combined with the data coming to and from Microsoft SQL Server 2000, e.g. schemas, and DTDs. The enhancements available as SQLXML Web downloads further add to the usability of XML with Microsoft SQL Server 2000.

Ease of Use

When ease of use is compared between Microsoft® SQL Server 2000 and Oracle®9i™ Database, we look at the available administrative tools, query tools, the automation of administrative functionality. Note that these are studied in the context of both large-scale implementations (VLDB and high OLTP) as well as complex implementations (data warehousing, distributed systems, mission critical systems).

Overall Comparison

Microsoft SQL Server 2000 utilizes the unified administrative approach, and its management is conducted through a snap-in to the Microsoft Management Console (MMC).  This console can load other snap-ins for additional functionality such as Microsoft Analysis Services Manager or even operating system level administration tools like Computer Management for Windows 2000 Advanced Server. Other functionality in particular, includes computer management features such as disk, shares and hardware information. This provides a one-stop place for total administration. Additionally,  third party tools can also be developed and added as snap-ins to the MMC. 

Oracle®9i™ Database provides only Oracle9i Database-related feature management within its Enterprise Manager console. Even then, not all DBA related tasks can be performed from that single console.

Microsoft SQL Server 2000 further provides additional functionality by allowing developers to use an administration object model, to automate, or even develop custom administrative utilities for Microsoft SQL Server 2000. The object model is called "SQL Distributed Management Objects" (SQL-DMO).

SQL-DMO is a set of automation objects that can be used to build applications with the logic to administer an instance of Microsoft SQL Server 2000. This gives application packages the ability to transparently embed Microsoft SQL Server 2000 into their applications. For example, Enterprise Resource Planning (ERP) application vendors can incorporate database management tools into their ERP application’s management console to provide a unified view of the overall ERP system administration. Experienced database administrators can also use SQL-DMO to build applications for many of the common administrative tasks unique to their site. Microsoft SQL Server 2000 also includes support for the Windows Management Instrumentation (WMI) API. The WMI support maps over the SQL-DMO API.

Routine, recurring tasks can be implemented as automatically scheduled jobs that do not require constant supervision by an operator. For example, after a database administrator has designed a backup procedure for a server, the backups can be implemented as a set of automatic jobs. Status reports of the job can be generated and sent to the administrator as part of the job itself.

Microsoft SQL Server 2000 can also be programmed to raise alerts when specific events occur. The actions taken by alerts can take several forms: 

· Email, paging messages, or Windows 2000 net send messages can be sent to the affected parties. 

For example, if the number of Full Scans (a scan of an entire table or index) in a server exceeds a specific number, an email can be sent to the database administrator for investigation.

· A predefined job can be executed to address the problem depending on the nature of the problem and the administration policies of the datacenter.

Oracle®9i™ Database does easily expose an administrative model to get access to Oracle Enterprise Manager.  A script could be used to connect to the server in console mode for Oracle9i Database to achieve similar functionality; however, the creation of standalone tools is almost impossible.

Oracle9i Database does provide a Web interface for Oracle Enterprise Manager; however some of the features are not made available, including:

· Oracle Diagnostics Pack

· Oracle Capacity Planner

· Oracle Trace Data Viewer

· Oracle Tuning Pack

· Oracle Expert

· Oracle Index Tuning Wizard

· Oracle SQL Analyze

· Integrated Applications

· Oracle Directory Manager

· Oracle Net Manager

Microsoft® SQL Server 2000 currently does not have access to SQL Enterprise Manager through a Web browser. However, this functionality could easily be provided by using SQL-DMO in a Web-based application written in Visual Basic(, Visual C++ or other development languages for Windows applications.

Another importance facet of ease of use of a system is the ability to custom-define features to be added or removed when required.

Oracle®9i™ Database provides the capability to execute the Universal Installer and to add and remove core Oracle9i Database features. This includes removing all of Oracle9i Database components. However, when a complete removal is selected, not everything is completely removed. Certain registry settings, such as for Oracle Universal Installer are still left behind and could cause stability issues. Stability issues may also arise if files and setting are not completely removed and another installation is attempted-- especially if the version is different from the remnants from the earlier installation.

Microsoft SQL Server 2000 is removes all relevant files and registry settings to ensure a smooth and reliable reinstallation if required. Microsoft SQL Server 2000 also provides the capability to install tools and other components on servers that may not have Microsoft SQL Server 2000 database installed, as long as there are sufficient licenses.  Features such as Microsoft Analysis Services and English Query many be placed on another server to provide a scalable data warehousing solution with added English Query support.

Both Microsoft® SQL Server 2000 and Oracle®9i™ Database installation programs provide the option to install client and administration utilities onto an administrative workstation without installing the database. However, it is worth noting that Oracle installs significantly more components, including a Web server, even if the users needs only server management tools.

Ease of use can also equate to the integration of a database of an application. The use of application roles provides us with a unified, secure approach to connect our applications to a relational database.

Application roles provide the ease of use to allow developers and database administrators to use one point of access for an application to gain data from a database. Microsoft SQL Server does this extremely well in contrast to Oracle9i Database application roles. 

Microsoft SQL Server 2000 accomplishes this task allowing the developer to code the necessary role credentials into the application. The application user does not need to know the user details at compile time. If a user, able to connect to a Microsoft SQL Server 2000 database using the application, tries to connect to the database using another tool/utility/application, the user will be denied access, even though the user may have a user account in the database. This is a security feature that ensures users do not try to circumvent business and security rules enforced by the application specifically for them. It also prevents users from bypassing any audit mechanism that may be in place within the application by accessing the database with another application or online query tool.

Oracle9i Database does not provide this type of feature: it is up to the database administrator to essentially hide application roles through the use of regular roles

Summary

Ease of use is an interesting attribute, because there is no limit to ease of use, for administration experience varies from database user to user. The ultimate goal is to provide users with a friendly interface and rich experience while also providing administrators with a database that is easy to manage while maintaining high availability and security.

This section has tried to show that Microsoft® SQL Server 2000 has provided a unified strategy to handle administrative tasks, and that the ease of use is common across the platform. 

Oracle®9i™ Database has made significant improvements in provided greater ease of use to both its users and administrators but it still lags far behind due to the sizeable legacy code and architecture it has to contend with. Progress in this area (and others) is further impeded by the need to support a multitude of operating systems. This often means different tools and utilities for different platforms, which can make it difficult for database administrators moving from one operating system platform to another, even though they are using the same version of the database. As such, despite the addition/enhancements of it management consoles, most Oracle DBAs still prefer the traditional scripting approach as that is more portable than the GUI tools.

Data Warehousing (OLAP) Abilities

Overall Comparison

Microsoft® SQL Server 2000 and Oracle®9i™ Database handle Online Analytical Processing in a very similar manner. This is due to the fact that the warehousing concepts and technologies are very mature.

Where both products provide the necessary support for data warehouses and data marts is an important distinction.

Here is a list of areas where Microsoft SQL Server 2000 Analysis Services is advantageous over Oracle9i DatabaseOLAP Services:

1. Installation – Microsoft provides a separate install process when installing Analysis Services. Oracle provides this as either a custom or Enterprise install option. After the installation of Microsoft Analysis Services, the post installation tasks merely require the connection to a data source which a simple procedure.

However, with Oracle9i DatabaseOLAP, even before access to Oracle OLAP Services there are post installation requirements to be carried out. The first step to allow materialized views is to unlock (enable) the OLAPSYS identity, reset the password, and execute two scripts: onemrv.sql and onemrsyn.sql. Secondly, a client batch file is edited so that the OLAP service name appears in the IIOP CORBA name resolution. To ensure that the OLAP service is able to locate an appropriate Oracle database, the registry needs to be modified. Under HKEY_LOCAL_MACHINE page, expand the folders for SOFTWARE/ORACLE/OLAP/ExpressServer/OLAPServer, under OLAPI and modify the SessionIIOPService to include the database SID at the end of the value.

A very important step is to unlock the necessary identities in the OLAP database, so that the OLAP Service has access to the necessary objects. This can be done during the creation of a database that needs OLAP support, or during the installation of Oracle9i.  The two accounts need to be reset to the default password initially and unlocked. 

After the accounts have been unlocked and their passwords reset, the passwords can then be modified through OLAP Services Instance Manager. If the passwords do not match the default ones, then Oracle9i Database checks within the registry (which is encrypted) and expires the password, after which you cannot access OLAP Services Instance Manager. Here are the two identities that are required to be unlocked and have the password initially reset to a default one.


	Username
	Default Password

	OLAPSRV
	INSTANCE

	OLAPDBA
	OLAPDBA


2. Manageability – Microsoft also provides the capability to install Analysis Services on a computer without installing the relational database component. Oracle with its Installer program, forces the installation of relational components together with the OLAP Server. This unnecessarily takes up a significant amount of space and if the unused services at not disabled, will take up a large amount of memory also.

3. Scalability – Microsoft has also taken the approach to provide the capability to access multiple data sources, using OLE DB providers as well as the Oracle provider for OLE DB. Oracle does not support this notion, not even ODBC, as the OLAP service connects to the Oracle RDBMS through OCI (Oracle Call Interface). OCI is a proprietary set of C language interfaces to the Oracle server, and has a primary function of managing the object cache of the client, and to provide conversion of Oracle dates, strings and numbers to C data types.

4. Administration – Microsoft provides administration through snap-in support via the Microsoft Management Console (MMC). This snap-in can be individually launched without having to access a database first. Oracle provides similar support by using Java package modules through OLAP Services Instance Manager in Oracle Enterprise Manager (OEM). However, the OLAP Services Instance manager needs to be launched once you connect inside the database first.

5. Ease of client use – Microsoft also provides access for a client application through a common set of API’s such OLEDB or ODBC. Oracle provides this capability through its own implementation of Java APIs, which requires knowledge of Oracle’s packages and classes. Microsoft simply extends existing object models to support OLAP functionality. It is also interesting to note that Microsoft provides the capability to store cube structure in offline .cub files stored on the client. Oracle does not have this capability.

Comparing the functionality from a standards point of view and how it relates to the data warehousing standards, both Microsoft® SQL Server 2000 and Oracle®9i™ Database have the necessary technology for multidimensional warehouses.

Both products support the notion of cubes and dimensions, including hierarchies and attributes. However this is where the similarity stops. Microsoft supports additional OLAP functionality by providing virtual cubes, partitioned cubes, and virtual dimensions. Oracle has some support for virtual dimensions called ‘measured folders.' However, the option to reuse in other multidimensional structures is only minimally supported in Oracle9i Database. Both products support parallelism. In Oracle9i Database, this can be set manually or automatically through PARALLEL_AUTOMATIC_TUNING is set to TRUE. With Microsoft SQL Server 2000, parallelism is set to automatic by default, and can be changed using the server parameter of MAX DEGREE OF PARALLELISM. When set to the default automatic (the value zero for Max DOP) the system will determine the most effective DOP for best overall system performance.

Data warehousing tasks such as indexing, and a process known as ETL (extracting, transforming, and loading) can be more complex.

Oracle does not provide a clean and simple process for ETL and indexing. The Oracle9i Database does not have an ETL tool natively. Instead, users can perform the required tasks using Oracle SQL utilities such as SQL*Plus and the import and export utility. This may cause significant difficultly if the data is complex and/or large, and requires frequent reloading. Oracle does provide an optional package called Oracle Warehouse Builder (OWB), but this is a component within the Oracle9i DatabaseApplication Server product.

Microsoft provides an ETL tool natively with a rich set of features for both wizard drive tasks and powerful scripting capabilities for the more complex tasks. It is bundled under the technology of Data Transformation Services (DTS), which includes importing, exporting, and transformation capabilities. DTS provides native support to Microsoft Analysis Services to process cubes as part of a DTS job. A DTS task called the Analysis Services Processing task is provided so that users may incorporate that into a larger job. Once a package is created with all relevant tasks, the package can be stored in a variety of formats, e.g. a COM object within a database, or inside the Microsoft Repository. After a custom package is created and saved, it can then be scheduled to execute on the same or different server(s).

Indexing within a data warehouse can be a crucial factor in the overall performance of the data warehouse. Oracle takes a somewhat interesting approach to indexing by relying on the underlying database to provide a lot of the indexing support. Oracle also supports bitmapped indexes. However, Oracle does not support the notion of indexing optimization at the multidimensional level. 

Microsoft does provide indexing at the database and at the multidimensional levels. The process first involves using the Index Tuning Wizard at the database level as well as the data warehousing usage-based Optimization Wizard at the multidimensional level.

Indexing can be somewhat a trial and error process with Oracle9i Database in comparison to Microsoft SQL Server 2000. Microsoft SQL Server 2000 is able to provide recommendations based on actual meta data and workload statistics.

Common features comparison

When building the OLAP structure there are a number of options available. Deciding where and how to store the multidimensional structure can be a daunting task. Further explained are some of the common features that both Microsoft® SQL Server 2000 and Oracle9i Database provide.

Both products provide a graphical administration to access OLAP related technologies but Microsoft SQL Server also provides GUI access to data mining administration.

The types of multidimensional storage modes are relational (ROLAP), multidimensional (MOLAP), and hybrid (HOLAP) which is supported by both products. Apart from knowing the different types it is also important to understand how these types are structured and physically stored. Microsoft SQL Server 2000 and Oracle9i Database tackle these types in a familiar approach. Table 1 shows the different OLAP types and how the type structures are stored. We will also look at the pros and cons from each vendor’s approach.

Table 1 – Multidimensional Storage Modes

	Structure
	Microsoft® SQL Server 2000
	Oracle®9i™ Database

	ROLAP
	Data and dimensional data stored in the database.
	As per Microsoft SQL Server 2000.

	MOLAP
	Data is stored in the database. Multidimensional data is stored in Analysis Server in the data folder as compressed files.
	Data is stored in the database. Multidimensional data is stored in OLAP Services in the OLAP folder as Analytic Worksheet database. 

	HOLAP
	Similar to MOLAP, except there is no fixed rule to where the data is stored or the multidimensional data.
	Similar to MOLAP, except there is no fixed rule to where the data is stored or the multidimensional data.


What is unusual about the above table, and which is always a concern when designing, building, and maintaining a data warehouse, is data explosion. In many cases, the size of the OLAP data may be up to ten times the size of its raw data after processing. This is a significant impact on the overall cost of the system.

So how does each vendor cater for this burning issue? 

Microsoft provides the choice of where to store the data and multidimensional data, as well as data compression and storage optimization when MOLAP and HOLAP storage modes are used. Microsoft Analysis Services stores all or some of the cube information in the multidimensional structures. In these structures, storage is not used for empty cells, and a sophisticated data compression algorithm is applied to data that is stored. 

Oracle9i Database with OLAP applies to the same context. It uses Analytic worksheets, in which the structure of an analytic worksheet is unclear as it uses a type of file database. The default analytic worksheet is called express.db and exactly what compression algorithm it uses is unclear, if any at all. This lack of optimization to cater for data explosion could be a significant problem in providing a viable solution for scalability.  And due to the limited choice of location of the multidimensional database, there is a greater risk of cost to cater for escalating hardware requirements and also the administrative burden to manage and maintain the increased multidimensional environment. It is not uncommon for Oracle’s OLAP implementations to suffer from data explosion ratios of 5-7 times or greater.

Both products provide optimization wizards to look at the data and take into account the multidimensional data and then make some calculated predictions. Looking at the architecture in diagram 1 and 2, it shows Oracle and Microsoft accessing thick and thin clients. Also comparing the components in Table 2, you will see that there are some similarities in the concept of gaining access to OLAP related technologies from both products.

Diagram 1 – Oracle9i DatabaseOLAP Services Architecture
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Diagram 2 – Microsoft® SQL Server 2000 Analysis Services Architecture

[image: image6.jpg]| Console  window _Help. IBETE
| acion yew Toos || & » | @[m@|

ree |

Consale Root Getting started [IUACI T

5 03 Analysi Servers
58 areTH
2 Foodtat 2000
.81 Dato sources

8 Focdtat
@ Cuber )
B o sons @ Analysis Manager
T Concepts &
22 Tutorial

Process Al Modeks.
paste

View »
New Window from Here:

O Analysis Services
e on the Web

Help

@ Microsoft SQL Server
on the Web

New Mining Model,




Table 2 – Data Warehousing OLAP features compared at n-tiered level

	Tier
	Microsoft® SQL Server 2000 and Analysis Services
	Oracle®9i™ Database and OLAP Services

	Client Tier
	ADO with OLAP extensions, Active Server Pages, Microsoft Office Applications. (Word and Excel). Business Intelligent (BI) vendors such as Cognos, and Crystal Decisions also provide third party support.
	Java Runtime Environment (JRE) * Browser and Presentation Beans, or JavaServer Pages with Presentation Beans.

	Middle Tier
	Pivot Table Service and Analysis Services.
	Business Intelligence (BI) Beans and the OLAP API.

	Data Tier
	Analysis Services and Microsoft SQL Server 2000.
	OLAP Service and Oracle RDBMS.


Table 2 and the diagrams show both vendors providing similar functionality. Microsoft SQL Server 2000 provides a straight out of the box solution for building a data warehouse to communicate with the client user interface.  In contrast, Oracle9i Database requires the compilation of presentation beans unlike the straightforward process of using Microsoft Office Web components.

Creating cubes and dimensions for both Microsoft® SQL Server 2000 and Oracle9iDatabase is a straightforward process. Both products provide wizards for the creation process, however Oracle9i Database does not provide an optimization process at the end of the wizards. This is a separate process using the Summary Advisor Wizard. Microsoft SQL Server Analysis Services has this feature integrated with the cube creation wizard.

Modifying cube and dimension structures is provided through a graphical environment for both products via Oracle Enterprise Manager and Microsoft SQL Server 2000 Analysis Manager. 

However, rebuilding or merging the multidimensional structure in Oracle9i Database is not an easy process. Oracle9i Database requires the merging of the data at the database level and then rebuilding at the Oracle9i DatabaseOLAP Services level. Oracle9i Database also requires that the majority of the work be done with DML statements, which can be time consuming and prone to errors. On the other hand, Microsoft SQL Server 2000 provides the same capability in a point and click environment in Microsoft SQL Server 2000 Analysis Manager with the Analysis Services MMC snap-in module loaded.

After a cube is built and data as well as aggregations have been added, there always seems to be the need to run some sort of verification test. Both products provide this capability to view the cube and its data in a viewer. Microsoft further provides a way to interrogate a multidimensional structure by using MDX (multidimensional expressions), which is very similar to the SQL format, to query multidimensional data. Microsoft has provided an easy to use sample application that supports this capability.

Oracle provides this capability in a limited form using SQL for analysis, which has very few analytic functions in comparison to MDX. Oracle also provides a sample application, except that the sample needs to be compiled before use. 

Data access to both products is provided differently. Oracle provides access to the metadata through the Java API, and has developed custom Java packages to support this. Microsoft provides the functionality through extending ADO to ADO-MD.

XML for Analysis in Microsoft SQL Server 2000 Analysis Services provides a SOAP-based XML communication API that supports the exchange of analytical data between clients and servers on any platform and with any development language. Oracle9i Database does not have this functionality however it can be custom developed with the Java programming language.

Summary

It is clear that Microsoft is a leader in this technology for a number of reasons, including the use of advance metadata manipulation using virtual, partitioned, and linked cubes. The client and server application support and technology are mature entities, using pivot table service for advance client caching capabilities and Microsoft Office applications like Excel to provide rapid end user development. The commitment from third party vendors towards Microsoft SQL Server 2000--in particular to Analysis Services--highlights the strong support and enriching the features of the product as a whole. Some of the vendors committed to this are SAS Institute, Visual Insights, and Cognos Inc. 

Oracle is providing the capability of entry level OLAP functionality partly due to the evolution of this technology within the Oracle product set. Oracle initially provided OLAP functionality as a separate product called "Express Server" (acquired from a company purchase several years ago) which was an add-on, and then incorporated into the Enterprise edition.  Oracle provides a migration path from Express Server to OLAP Services in Oracle9i. However, migrating an OLAP database from a previous version of Express Server to Oracle9i Database is not a simple process, and the chances are that there will be a lot of incompatibility issues. Even Oracle suggests building the OLAP database from scratch.

Data Mining Capabilities

Overall Comparison

Data mining is about finding interesting structures in data. These structures may be interpreted as knowledge about the data or may be used to predict events related to the data. These structures take the form of patterns, which are concise descriptions of the data set.

The "knowledge" extracted by a data mining algorithm can have many forms and many uses. It can be in the form of a set of rules, a decision tree, a regression model, or a set of associations, among many other possibilities. It may be used to produce summaries of data or to get insight into previously unknown correlations. It also may be used to predict events related to the data–for example, missing values, records for which some information is not known, and so forth. There are many different data mining techniques, most of them originating from the fields of machine learning, statistics, and database programming.

Microsoft has been working with data mining techniques (via Microsoft Research) considerably longer than Oracle, and it is evident in a number of areas some of which are listed below. Microsoft is also the first vendor to incorporate data mining algorithms with its OLAP offering.

Graphical Access

Microsoft® SQL Server 2000 through the Analysis Manager provides the capability to construct a Data Mining model (DMM), as well as the capability to examine and explore the DMM using the tree browser.  

Oracle®9i™ does not provide any standard graphical interface to DMM. However, graphical access can be provided through Oracle9i Data Mining (ODM) API that is the Java end-user-visible component. This ODM API Java component allows users to write Java programs that perform data mining.

Data Mining Components

Oracle9i Database has two major components to Oracle9i Data Mining:

· Oracle9i Data Mining (ODM) API.

· Data Mining Server (DMS).

The ODM API is the Java end-user-visible component of Oracle9i Data Mining that allows writing of Java programs that perform data mining. Within the ODM API is where the Java programs can specify mining attributes and invoke mining functions. Most functionality to provide the building data mining models comprises of approximately six Java classes.

The Data Mining Server (DMS) is the server-side, in-database component that performs the actual data mining operations within an ODM implementation.

The DMS also provides a metadata repository consisting of mining input and result objects, along with the namespaces within which these objects are stored and retrieved. The DMS is embedded in the Oracle9i Database.

Microsoft® SQL Server 2000 Analysis Services is made up of the following components:

· Analysis Server (including Data Mining algorithms)

· PivotTable Service

· OLEDB for Data Mining

The Analysis Server provides data mining for both relational and multidimensional data sources. The Analysis Services algorithm can train data mining models with data from any relational data source that supports OLE DB access, as well as from multidimensional cubes created with Analysis Services.

Analysis Services provides extensibility for use with third party tools such as mining model viewer components, from third party companies like Angoss.  Analysis Manager also has wizards and tools to help design, create, train, and browse data mining models. Unlike Oracle9i, dimensions and virtual cubes can be created in Microsoft SQL Server 2000 Analysis Services based on OLAP data mining models without the need for extensive programming.

Analysis Server provides a programmatic approach to creating and managing data mining models through the extension of Decision Support Objects, with the addition of the MiningModel object and other ancillary support objects. This is a library that is made up of COM+ classes and interfaces that provide access to Analysis Services. These classes and interfaces, when used together, form an object model that corresponds to the internal structure of the objects managed by Microsoft® SQL Server 2000 Analysis Services, and can be used to manage them programmatically.

The PivotTable Service is an OLE DB provider for multidimensional data and data mining operations. It provides OLE DB functionality for applications that need access to multidimensional data and data mining services. 

The PivotTable Services' fast execution speed for complex operations makes it possible to perform sophisticated analysis on the client computer itself. Oracle9i Database does not provide this level of functionality, and everything is processed at the database tier. This, in turn, allows remote client applications to function independent of a high-speed network, intranet connection, or physical presence at a geographical location. However, it lacks portability/mobile abilities that Analysis Services supports. The PivotTable Service works well with Microsoft Applications such as Microsoft Excel, providing a pivot table spreadsheet allows the end user to quickly navigate though the mined data.

The last component that provides the plumbing infrastructure to Analysis Server and PivotTable Service is OLE DB for Data Mining (OLEDB-DM).  OLE DB for DM is an OLE DB extension that supports data mining operations over OLE DB data providers. OLE DB for DM introduces one new virtual object--referred to as the data mining model (DMM)-- as well as several new commands for manipulating the DMM. 

In its characteristics and use, the DMM is very similar to a table and is created with a CREATE statement very similar to the SQL CREATE TABLE statement. It is populated using the INSERT INTO statement, just as a table would be populated. The client uses a SELECT statement to make predications and explore the DMM.

A fundamental operation in OLE DB for DM is the training of a data mining model, followed by use of the model to derive predictions.  Using OLEDB for DM at this level seems simple enough, but Microsoft has taken it to a new plane with its approach by providing an added level of abstraction through ADO. This is explored further in the following sections.

Data Mining Operations

When comparing both Microsoft® SQL Server 2000 and Oracle9i data mining capabilities, both vendors have different approaches in providing data mining models. However, the major tasks involved are predictive modeling (classification), segmentation (clustering), association, sequence and deviation analysis, and dependency modeling.

The Table 1 shows how each vendor supports different data mining tasks.

Table 1 – Data Mining Tasks

	Data Mining Task
	Microsoft® SQL Server 2000
	Oracle®9i™ Database

	Predictive Modeling (Classification)
	Supports this model through the use of data mining algorithm the Microsoft Decision Tree.
	Supports this model.  Through the use of Naïve Bayes Algorithm (NBA) for supervised learning.

	Segmentation (Clustering)
	Supports this model through the use of Microsoft Clustering data mining algorithm.
	No support.

	Association (Data Summarization)
	No support.
	Supports this model through the Association Rules algorithm.

	Sequence and Deviation Analysis
	No direct support. Could be developed using OLEDB-DM or through Decision Support Objects (DSO).
	No direct support. Could be developed using Java Oracle Data Mining API through to the Data Mining Server (DMS).

	Dependency Modeling
	Supported by displaying automatically within the Data Mining Model browser/Dependency Model browser and through the use of OLEDB-DM development.
	Supported within the Naïve Bayes Algorithm (NBA).


When we look at Table 1 it appears that it is a clear and cut decision, however, this is far from the truth. As stated in Table 1 there is a significant difference from no support to any direct support. What is being highlighted is what is exposed through a graphical interface, without providing any complex programming.

In Table 1 it is interesting to observe why Microsoft® SQL Server 2000 doesn’t support Association (Data Summarization). This is due to the fact that it is common for association rules to have accuracy issues (sometimes a rate of 75% inaccuracy). 

On the other hand, why doesn’t Oracle9i Databasesupport Segmentation (Clustering)? Because Oracle9i Database at Data Mining support is still evolving and the Naïve Bayes Algorithm only provides some rudimentary support for this capability.

Oracle9i Database does require that the user conduct activities to support the notion of segmentation.  This is achieved by using the input data to be discrete-tized or binned prior to model building, apply (score), lift, and test. Binning permits the grouping of related values together and to deal with significantly fewer values.

The user provides bin boundaries for a given attribute, and provides either:

· For categorical data: sets of categories to be represented by a reduce cardinality values set.

· For numerical data: a set of upper and lower boundaries for the bins.

The user also needs to “Top N” most frequent items–-for categorical attributes (only), where the user selects the value of N and the name of the “other” category. Based on this from the user, ODM automatically determines the N most frequent categories and places all “other” categories.

With quantile binning for ordered or numerical attributes (only), the user specifies the number of quantiles that the values are to be divided into, after the values are sorted. ODM automatically determines which values are in which bins.

This is a fairly involved process to facilitate in Oracle9i. In contrast, Microsoft SQL Server 2000 with Analysis Services makes this process a straight forward task by using the Analysis Manager’s data mining model wizard to provide necessary information to build a Data Mining model.

 Data Modeling

When building a data model, it is important to show contrast in the process of building a model using either Microsoft® SQL Server 2000 Analysis Services and Oracle9i Data Mining. An important point to remember while reading this section is that Microsoft SQL Server 2000 Analysis Services provides a graphical and programmatic approach to building and training a data mining model. 

Oracle9i Data mining does not provide a graphical interface to import data, build a model base on an algorithm, nor train the model. To do any or all of this requires extensive programming approach using the Java language. The following are the steps an experienced programmer needs to follow in order to build a data mining model using Oracle9i Database.

Oracle9i Data Mining builds and trains a data mining model using the following steps:

1. Create input data (by associating a mining data object with existing data, for example, a table or file).

2. Create a function settings object.

3. Create a logical data specification (which is an object, containing a set of mining attribute instances that describe the logical nature of the data used as input for model building. Essentially forming the signature of the model) and associate it with the function settings.

4. Create a data usage specification (which is an object that specifies the physical data to be used in mining, e.g. whether the data is in transactional format and the roles the various data columns play. The data referenced by a physical data specification data object can be used in several ways,  i.e. model building, scoring, lift computation, statistical analysis, etc.) and associate it with the function settings.

5. Create algorithm settings (optional).

6. Invoke the build method.

All on the steps above require the Java language and taking a programmatic approach. After the model is built, model testing can be carried out to compute the accuracy of a model’s predictions, when the model is applied to a new data set. The test results are stored in a mining test result object. To model, apply the scoring of a supervised learning model to the data results in scores or predictions, with an associated probability.

To specify the result content, an ODM programmer uses MiningApplyOutput class, along with the necessary attributes (such as a customer identifier) and the score probability, to be output in a table for each record in the mining data provided. ODM supports the apply operation from the MiningApplyOutput class for a table (a set of records) or a single record (represented by a Java object).

Microsoft® SQL Server 2000 Analysis Services provides the data mining capability in two ways. First programmatically, using the OLE DB for data mining provider, or using the Microsoft SQL Server 2000 Analysis Manager.

Here are the high level steps using the Microsoft OLEDB for DB provider:

1. Create the Data Mining model, which has a similar syntax to that of defining a table. What is different here in comparison to Oracle9i Data Mining is that there are two different forms of the CREATE MINING MODEL statement.  One for OLAP mining models and one for relational mining models. By building the model based on a relational database table, Microsoft SQL Server 2000 Analysis Services provides the capability to create a data mining model that contains a column with a nested table.

2. Train the data mining model.  Essentially, inserting the data into the model that will be used as the basis for making predictions.  Microsoft SQL Server 2000 Analysis Services supports two different kinds of base objects for data mining models: OLAP cubes and relational tables. The INSERT INTO statement is used to accomplish this task.

The syntax of the statement depends on the kind of object on which the model is to be based. This process can be broken down into two parts. First, the columns that define the models structure are populated with content from the data source. Second, the content is analyzed using the algorithm specified in the CREATE MINING MODEL statement. The results of this analysis are stored in the mining model as a collection of nodes. These nodes can be browsed using the MINING_MODEL_CONTENT schema rowset or by executing a content query against the mining model.

3.
 Finally, querying the data in the trained data mining model is done by using the OPENROWSET statement. Analysis Services does not support the use of direct SQL SELECT queries to retrieve data rowsets for training data mining models. Using the OPENROWSET statement enables applications to specify an external query in place of the actual data or an SQL SELECT statement. The syntax of this command is as follows:
OPENROWSET (‘<Provider Name>’,’<Connection String>’,’<Query Syntax>’).

4.
Further predictions and results of data mining can be conducted. For reviewing information from a processed data mining model, Microsoft® SQL Server 2000 Analysis Services supports two different kinds of queries. The first is a prediction query which returns the predicted values of a set of columns whose contents are unknown, after applying the results contained within a processed data mining model known to them. This option is important to analyze whether there are missing values or NULL values in the data. 

Oracle®9i™ Database looks at this differently, depending on type of transactional data. If attribute pairs are incomplete, the Oracle9i Database ignores the whole row.

Secondly, a content query can be conducted which returns information about the values and rules discovered by training the mining model.


5. Finally, browsing the content of a data mining model can provide important insight into the data. A SELECT statement is used with .CONTENT at the end of the model object name. For example, consider the following query: 
SELECT * FROM MyOlapModel.CONTENT

What is important to understand here is that Microsoft provides an intelligent approach to building, training, and then browsing a data mining model. What is really impressive is how this is taken a step further inside the Microsoft SQL Server 2000 Analysis Manager.

Here are the steps to create a data mining model and train it using the Data Mining Model Wizard.

1. Open the Data Mining Model as shown below (right-click on Mining Models in Analysis Manager).
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2. Displayed next is the Mining Model Wizard splash screen.
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3. The select source type options are displayed, giving the selection of what data source to create the mining model from; that is, either Relational data, or OLAP data. For this example, we will select OLAP data.

[image: image9.jpg]Select source cube

Select the cube n this database that contains the OLAP daka on which you want ta base your mining

model

cube

Dimensions

Foodivart 2000
i 2 budget
T
) sals
3 Traned cube
2 warehouse

3 warchouss snd ks

(Gstore R
i Time

s Product

G Promotion Media

g promotions

s customers

s education Level

. -

<Back

| o |t





4. Select the source cube.  In this case, select the sample cube called "Sales."
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5. Select the "Microsoft Decision Trees" as the data mining technique and click Next.
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6. Select the basic unit of analysis for mining models. In this case the dimension is Customers, and the level is Name.
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7. Select the "A member property of the case level’ option and select Member Card."
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8. Select the Marital Status, Education, and Member Card Type as the portions of the cube that contain the data, also known as the properties.
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9. De-select both check boxes. These provide the creation of a new dimension based on the mining model, as well as the creation of a virtual cube. Click Next. This is not needed for this example.
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10. Finally, enter the name of the Data Mining model as "MyOlapModel" and click Finish.
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11. In this Process dialog is where the processing takes place. Notice the SQL-like statements being used to create the mining model. When finished committing transaction in the database, click Close.
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12. Displayed next is the OLAP Mining Model Editor, where you can navigate through the content, look at predictions by total amounts or by histogram by changing the attributes.
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13. Using the OLAP Mining Model Editor, further changes can be made such as selecting new or additional properties and even the Mining Algorithm.
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Microsoft® SQL Server 2000 Analysis Services has provided two ways to build, train, and browse a data mining model. This gives even the less experienced users the ability not only to mine through relational data, but also to use the same capabilities through an existing multidimensional structure also, then store the information within the same multidimensional structure. The comprehensive, friendly GUI tool helps new users learn the product in a short period of time and allows experienced users to perform regular operational tasks more quickly.

Data Preparation

Data preparation--and for that matter data management--can be the most challenging task. Both vendors provide the capability to load data and prepare the data using the graphical administration tools. 

However as we have seen, Oracle9i Databaseonly allows two options for the data to be added to a mining model--either through a file or relational database. Microsoft SQL Server 2000 Analysis Manager allows the data to be loaded using a data source from which any OLE DB provider can act as that data source.

What is interesting here is that the data does not stay still. This is where Microsoft SQL Server 2000 provides additional functionality by allowing additional data loading, and then the reprocessing of the data mining model.  It can also occur all through Data Transformation Services (described in an earlier section) by utilizing the ActiveX Script task and Analysis Services Processing task.  

Now this is also possible for Oracle9i DatabasedData Mining, but again, it requires programming this functionality in Java, which can be complex and time consuming. This is why Microsoft SQL Server 2000 and in particularly Data Transformation Services provided the necessary plumbing for this operation.  The database operator really only needs to concentrate on the logic steps of what data to load in and then process the data mining model simply by point and click.

Comparing Abilities

When looking at the comparison of both Microsoft SQL Server 2000 Analysis Services, and Oracle9i Data Mining, the two products have similar aspects in the mining functions and algorithms that they support.  A requirement to train the data is also present in both. However, this is where the similarity ends in all aspects-- from navigating a data mining model to the easy automation of processing a data mining model.

Summary 

What is evident here is that Microsoft® SQL Server 2000 Analysis Services is a mature technology in comparison to Oracle9i Data Mining (ODM), as supported by the following points:

· Microsoft SQL Server 2000 Analysis Services has a tight relationship between the OLAP and data mining technologies as well as to relational data sources. 

Oracle®9i™ Database places the emphasis on the relational dependency by tightly coupling the ODM to the database.

· Microsoft SQL Server 2000 Analysis Services provides the functionality to build a data mining model through a graphical wizard called the Data Mining Wizard, as well as developing a data mining model programmatically. 


ODM only provides the capability through Java API packages.

· Microsoft SQL Server 2000 Analysis Services in conjunction with Data Transformation Services gives the additional functionally of automating the loading and reprocessing of a data mining model.

Oracle9i Database could provide this same functionality through the Java API packages. Which requires considerably more programming experience and effort in comparison?

It is interesting to note that Oracle released a completely new version for Oracle9i Data Mining, which highlights the fact that there is still considerable development going on now. Only time will tell if what a developer builds with this technology today will it work in the future.

 Mobility

When comparing mobile environments it is important to look at two important aspects: 

· Architecture – The type of database version/edition is affected by the importance of understanding the database location--a mobile device, desktop or server computer. This would encompass knowing the type functionality that is required, and also in what type of environment the database will be operating. Examples would be:  a read or read/write intensive environment, catering for Online Transaction Processing (OLTP) or Decision Support Service (DSS) environment and the frequency of change for the data within these environments. Taking the environment into account, you must then consider the locality of the user using the database.  Whether it is on the road in a pure mobile environment, or in a corporate head office or regional/branch office, all of these considerations need to be laid down first before selecting the database product to provide the necessary functionality.


· Infrastructure – Another aspect to consider while looking at the architecture is how an existing or new infrastructure is going to support the architecture and exactly what communications medium is being used, e.g. replicating a database over a wireless medium from a corporate data center to a mobile device such as Windows CE.

To understand the important aspects above is not a trivial task, and will vary greatly from business to business.  However to make an informed decision, let's look at how Microsoft® SQL Server 2000 and Oracle9i Databases compare, by looking at the different editions from architecture and infrastructure point of view.

Overall Comparisons

Architecture - Different Editions

When looking at the editions available from Microsoft and Oracle, it is worth noting that both vendors offer both Standard and Enterprise Editions. Microsoft appears to take an economical approach in comparison to Oracle. For example, Microsoft SQL Server 2000 Enterprise Edition incorporates Analysis Services as part of the licensing cost. Oracle9i Enterprise Edition requires the purchase of the OLAP Services add-on license.

Both vendors provide a Standard edition. Differentiation starts to occur in the Personal editions. Microsoft offers Microsoft SQL Server 2000 Personal Edition, in which its functionality is equivalent to the Standard Edition, with the following exceptions:

· It includes a concurrent workload governor that limits its scalability; performance is optimized for five or less Transact-SQL batches executed concurrently.


· It can use a maximum of two processors in an SMP computer (only one processor if running Windows 98 or Windows Millennium Edition).


· It cannot act as a transactional replication publisher (Subscriber only).


· Runs on non-server operating systems including Windows 2000 Professional, Windows NT Workstation 4.0, Windows Millennium Edition, and Windows 98.


· Full-Text Search and Microsoft SQL Server 2000 Analysis Services (including OLAP, data mining, and data warehousing features) are included in Personal Edition but cannot be installed on Windows 98 or Windows Millennium Edition.

Oracle9i Personal Edition provides the same common set of application development features. They include SQL object-relational capabilities and PL/SQL and Java programmatic interfaces for writing stored procedures and triggers that is found in Oracle9i DatabaseStandard and Enterprise Editions. Oracle9i Personal Edition supports single-user development and deployment that requires full compatibility with Oracle9i DatabaseStandard and Enterprise Editions. The following points highlight some differences in the Oracle9i Personal Edition:

· Does not have additional performance, scalability, availability, and security functions that are found in Oracle9i Enterprise Edition, such as:


1. Parallel processing capabilities in text creation, querying within Data Warehousing or VLDB.

2. Building and rebuilding online indexes and organized tables without locking the table during the operation.

3. Not allowing database maintenance without forcing a shutdown of the database.

4. Basic replication is supported bi-directionally. Advance replication is not supported by not permitting DML statement during changes to the replicated environment.

5. Does not support the Oracle Connection Manager, which provides multiplexing, multi-protocol connectivity, and Network Access Control.

Here we can see that there are some trade-offs between these two products.  Microsoft provides all of the high-end functionality such as data warehousing and data mining capabilities. It also includes the automated management features that automatically configure and tune the database for optimum performance. Oracle takes the opposite approach by providing basic replication, but no warehousing and data mining capabilities. Management is also a manual task. 

For mobile devices, Microsoft takes a natural progressive approach, where a user must add on the functionality as needed. Oracle does not take that approach and requires the purchase of Oracle9i DatabaseLite to provide all of the mobile functionality, which can be an expensive proposition.

Microsoft’s approach, as mentioned before, is a steady progressive approach in comparison to Oracle. There are a number of options from both vendors.  Let’s look at these options:

· If you already have Microsoft® SQL Server 2000 or Oracle9i Database and need to cater for a mobile device, Microsoft provides Microsoft SQL Server 2000 Windows CE Edition (SQL Server CE), which is a compact database intended for mobile devices. The SQL Server CE engine provides an essential set of relational database features including an optimizing query processor and support for transactions and assorted data type, while maintaining a small footprint of approximately 1 megabyte. Remote Data Access (RDA) and merge replication, which work over Hypertext Transfer Protocol (HTTP) through Microsoft Internet Information Server (IIS) and supports encryption, are also included. This allows the data from the database to be manipulated locally and then sent securely to a database server for consolidation. SQL Server CE can also be synchronized from a desktop PC running Microsoft ActiveSync to a Microsoft SQL Server running the on the same network where the desktop is connected.  SQL Server CE runs on devices that use Windows CE operating system version 2.11 or later, including the Handheld PC Pro (H/PC Pro), Palm-size PC (P/PC), and Pocket PC.

Oracle provides similar functionality via Oracle9i DatabaseLite but is bundled with additional functionality that typically goes unused. Microsoft does provide extra functionality above and beyond general database features via a product called Microsoft Mobile Information Server. In this way, users who only require basic database functionality with their mobile databases only purchase what they need.


· Microsoft takes the portable database a step further, with the Microsoft SQL Server 2000 Desktop Engine(. Probably the most significant characteristic of the Desktop engine is that it is a redistributable version of the SQL Server relational database engine. Third party software developers can include it in their applications that use SQL Server to store data. Some interesting facts about the SQL Server Desktop Engine are:


· Small memory footprint of any edition of Microsoft SQL Server 2000.

· Does not include graphical management tools, though you can manage it from a licensed version of graphical tools from Microsoft SQL Server 2000 or via management tools included with the application.

· Supports multiple instance installations on the one machine.

· Provides access to all the Microsoft® SQL Server 2000 APIs both administratively and programmatically, such as SQL-DMO, DTS, replication objects, ADO, OLE DB, and ODBC.

It is important to understand that this redistributable edition is to only be used in a stand-alone manner (subject to End-User License Agreement).  If it is used in conjunction with other Microsoft SQL Server Editions, then a license is required.

Oracle does provide an equivalent product, and therefore the option is to purchase an Oracle9i Database Standard or Enterprise edition, or use Oracle9i DatabaseLite which provides a client for the Win32 platform.

It is important for most organizations to consider the following questions:

· Which version meets my requirements?

· Can I take a building block approach?

· How much is it going to cost to implement my solution to solve my business problem?

Microsoft provides this building block approach, which is highly cost-effective. Oracle provides a lot of functionality--all of which must be paid for, but most of which may be unnecessary for your requirements.  

Comparing Abilities

Comparisons can be made when comparing the necessary infrastructure required to support a mobile environment. Microsoft and Oracle require a server-side product to facilitate the connection of the database to the network and then to the mobile device via the HTTP protocol.

Infrastructure

To cater for a mobile environment, the necessary infrastructure needs to be in place.

Microsoft takes a staged building block approach, which is a cost-effective solution, by incorporating the necessary data flow to a mobile device via the HTTP protocol.  Both Microsoft and Oracle require some sort of development environment to setup the necessary environment initially and for product installation on the mobile device.

Microsoft also provides access to Microsoft SQL Server CE using common APIs and mechanisms such as Microsoft® CE Data Access 3.1 (ADOCE), OLE DB for Windows® CE (OLE DB/CE), remote data access (RDA), and replication. There are also CE versions of the popular Visual Basic and Visual C++ compilers.

Oracle provides similar programmatic access through JDBC, ODBC, OKAPI, which is the application programming interface (API) to the Oracle Lite object kernel as well as ADOCE.

How the HTTP protocol is connected to the device is up to the implementer.  It may be via a wireless network if the geographic spread is not very large, or through a desktop machine via the ActiveSync technology (which does not require a network card). Oracle provides the same communication mechanisms to send data to a mobile device.

Microsoft has provided a streamline approach to the operational side of implementation, by integrating the setup, and management of the HTTP protocol through a common administrative tool, which is the Microsoft Management Console via the IIS snap-in. 

Oracle on the other hand, gives four different options, which can be confusing, and somewhat difficult to implement and troubleshoot if something goes wrong.

Here are the four different options:


· Mobile Server Module for Apache on the Apache Server.

· Mobile Server Module for Oracle9i DatabaseApplication Server on the Oracle9i DatabaseApplication Server (Oracle9i DatabaseAS).

· Mobile Server Module for Oracle9i DatabaseApplication Server on the Oracle HTTP Server.

· The standalone Mobile Server (webtogo.exe).

Oracle requires more configuration information steps as well as additional products to understand in comparison to Microsoft. The first option is the closest comparison to Microsoft’s installation.

Both vendors provide tools to query, create, delete, and modify databases on the mobile devices, as well as the capability to provide encrypted databases and passwords.

Summary

In summarization, the vendors take very different approaches to architecture. Oracle provides everything at a larger, single cost, whether you need or want all the functionality. Microsoft provides a cost-effective building block approach, which allows organizations to slowly rollout a mobile environment with database access, and providing the necessary evaluation information, offering a product cost structure to suit any organization's business requirements.

Conclusion

The purpose of this white paper is to show high level, comparative differences between Microsoft® SQL Server 2000 and Oracle®9i™ Database. You have seen that in some areas of database functionality the two products offer very similar feature sets. Both products have very robust core engines. However, Oracle9i Database was built upon a 15-year old architecture (last major revision was Oracle 6), making it significantly more difficult to adopt new technologies. Microsoft SQL Server 2000, on the other hand, underwent a major architectural revamp three and a half years ago.

Microsoft SQL Server 2000 begins to shine ahead of Oracle9i Database when the functionality required is beyond the scope of a simple database. We have seen examples of this in the advance capabilities of Data Warehousing and Data Mining with Microsoft Analysis Services.

When there is a need to move data from one database or server to another in the same geographic location or in different locations, Microsoft SQL Server 2000 provides a uniformed data transfer environment known as Microsoft Data Transformation Services (DTS). Oracle9i Database gives a series of tools and utilities via a graphical interface that are not as rich in data manipulation features.

It is also evident that Microsoft SQL Server 2000 provides an automatic approach to scalability for VLDBs and also in OLTP environments, which requires significantly less administrative effort plus provides a much easier way to execute complex tasks. Oracle9i Database requires more attention to the database internal workings--such as redo log size, etc and tracking of various statistics--to be able to optimize the various settings. These statistics are gathered automatically by the system in Microsoft SQL Server 2000, and used to determine the optimum setting for a specific workload/environment.

Another important point: Microsoft SQL Server 2000 can co-exist in a heterogeneous environment providing the necessary features to easily integrate with existing system. Oracle9i Database does not provide an easy capability to function well in a heterogeneous database environment. It simply does not easily share data with other systems, nor is it tightly integrated with any one operating system.

Bottom line: though the products have many similarities and some obvious differences, both products are able to meet the most demanding requirements of the largest enterprises in scalability, availability, reliability and security. The main difference is the effort needed and the costs involved in meeting these requirements. In this arena, Microsoft® SQL Server 2000 emerges the clear winner.
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